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Abstract—The accurate modeling of epidemics on social con-
tact networks is difficult due to the variation between different
epidemics and the large number of parameters inherent to the
problem. To reduce complexity, evolutionary computation is used
to create a generative representation of the epidemic model.
Previous gains from the use of local, verses global, operators are
further explored to better balance exploration and exploitation
of the genetic algorithm. A typical parameter study is conducted
to test this new local operator and the new method of point
packing is utilized as a proof of concept to perform a better search
of the parameter space. All experiments from both approaches
are tested against nine epidemic profiles. The point-packing
driven parameter search demonstrates both that the algorithm
parameters interact substantially and in a non-linear fashion and
also shows that the good parameter settings are problem specific.

I. INTRODUCTION

This paper adds a new operator to an existing representation
of graph evolution that was first defined in [1]. This new
operator also focuses on strictly local changes to the edge
space of a graph, expanding upon the success of the first local
operator from [5]. The new representation is used for epidemic
profile matching [4]. Additionally, a new method for selecting
parameters is deployed to better explore the parameter space
of the problem.

Social contact networks specify interactions between indi-
viduals. When examining the spread of a disease through a
social network, such interactions may result in the disease be-
ing transmitted from one individual to another. Such networks
are effectively graphs, with nodes or vertices representing
individuals and edges or links between vertices representing
interactions between individuals. In biology the terms network,
node and link are typically preferred, whereas, in mathematics
or computer science the terms graph, vertex and edge are
more commonly used. This paper utilizes the mathematical
terminology. A graph G is denoted by G(V,E) in which V is
the set of vertices for the graph and E is the set of edges. An
edge between two vertices u and v is represented by {u, v}.

An epidemic profile specifies, for a given epidemic, the
number of individuals that become infected in each time
period. Epidemic profile matching, introduced in [4], seeks
to locate those networks that best match a given epidemic
profile. It should be noted that there may be many networks
that provide a best match to a given profile. In this study

evolutionary algorithms are used to evolve networks likely to
produce a specified epidemic profile.

A. SIR Model of Infection

In this study the SIR (Susceptible, Infected, Removed)
model of infection [9] is used, with a modification that allows
the disease to spread only along graph edges. A susceptible
individual is one who can catch the disease, an infected
individual is one who currently has the disease, and a removed
individual is one who was infected and is now immune and
can no longer spread the disease.

In our model, at the beginning of evolution a single in-
dividual, specifically the population member with the lowest
index, is placed into the infected state. In each time step, each
susceptible individual has a set probability α of becoming
infected by each adjacent infected individual, with each α
along separate edges being independent. The disease lasts for
a single time step in any individual.

B. THADS-N Representation

The THADS-N representation, introduced in [11], is a linear
representation that consists of a sequence of operators to
modify a graph.

Given graph G(V,E) and the vertices u, v, w and x con-
tained within V the operators would act as follows.

T (Toggle): If {u, v} is not in E then add {u, v} to E,
else remove it from E.

H (Hop): When {u, v} and {v, w} are both in E but
{u,w} is not, remove {u, v} from E and add {u,w}
to E.

A (Add): If {u, v} is not in E then add it to E, else
do nothing.

D (Delete): If {u, v} is in E then remove it from E,
else do nothing.

S (Swap): When {u, v} and {w, x} are the only edges
between u, v, w and x, remove {u, v} and {w, x}
from E and add {u, x} and {v, w} to E.

N (Null): Do nothing.
Note that the hop operator shares with the swap operator the

ability to move edges. The number of edges moved differs, but
the big difference is that the swap operator can move edges
a long distance through the graph while changes made by the
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Fig. 1. Epidemic profiles used for epidemic profile matching.

hop operator must be local. It was shown in [11] that using
hop in place of swap significantly improved performance.

In the same paper it was also suggested that a local version
of toggle might be similarly beneficial. The local version of
toggle operates in a similar manner to hop: given two edges
{u, v} and {v, w} both in E, if {u,w} is not in E then add it
to E, else remove it from E. Thus local toggle is only allowed
to toggle edges between vertices which already have a short
path between them. A path is defined by a sequence of pairs
of vertices joined by edges.

This representation is an example of a generative represen-
tation, in which a means of generating a solution is specified
rather than the solution itself. Some examples of applications
of generative representations include [6], [8], [10].

C. Organization of Paper

In this study we first evaluate the utility of the local toggle
operator. This is accomplished by a traditional parameter
sweep, as described in Section III-B. We then use an alternate
means of selecting parameters, namely point packing (see
Sections II and III-C). Each of these sets of parameters is used
in the evolution of networks to match nine different epidemic
profiles, using the evolutionary algorithm described in Section
III-A. Section IV presents and discusses results, and Section
V provides conclusions and possible next steps.

II. POINT PACKING AND PARAMETER SELECTION

One of the more laborious tasks when adapting evolutionary
computation to a problem is that of parameter setting. Often
the choice of parameters is made through ad-hoc prelimi-



nary experimentation. Another popular approach is to take
an acceptable setting of parameters such as population size,
mutation rate, selection type, and other relevant parameters and
vary them one at a time. This can be done in a star shaped
experimental design that varies only one parameter or in a
serial design in which parameters are successively optimized.
Finally, a full factorial design testing all combinations of some
selection of values for each parameter may be used.

The generative representation for networks that is the focus
of this study has eight parameters. The first seven are prob-
abilities that must sum to one and the last is the number of
network construction commands issued. A full factorial would
thus grow as the seventh power (the “sum to one” constraint
removes one degree of freedom and hence one dimension) of
the number of parameters tested. Anything less than a full
factorial, however, risks never examining parts of the space.
This is problematic as the parameters for an evolutionary
algorithm often interact in non-linear ways.

In this study we examine a way to avoid the curse of
dimensionality that makes full factorial experimental designs
infeasable: point packing. A full factorial experimental design
is made from a regular grid in parameter space; a point
packing [2] can equitably cover the parameter space with far
fewer points that a regular grid. In addition, the minimum
spacing used to select the type of point packing permits the
researcher to control the number of parameter sets tested; there
is a smooth trade-off between the cost of running more sets
of parameters and the degree of coverage of the parameter
space. In contrast, the trade-off between different full factorials
involved huge jumps in effort.

III. METHODOLOGY

It was stated in [11] that research should be conducted into
whether a local version of toggle would be beneficial. In this
section we first select parameters for 26 experiments in an
organized fashion to evaluate the utility of local toggle. We
then use point packing to select sets of parameters that are well
distributed for a further 29 experiments. Using an evolutionary
algorithm, these experiments are applied to the problem of
matching the 9 epidemic profiles given in Figure 1. These are
the same epidemic profiles used in [11].

A. Evolutionary Algorithm

The evolutionary algorithm operates on a population of
1000 chromosomes specifying the graph editing moves to use
on the initial graph shown in Figure 2 with 128 vertices.
These chromosomes are simple linear structures of 256 graph
editing commands. Evolution continues for 40,000 mating
events with summary statistics saved every 400 mating events.
A mating event is the incremental update of the population.
Seven chromosomes are chosen and the two most fit are
copied over the two least fit. The copies undergo two point
crossover and are then mutated selecting from 1-3 loci to be
changed to new editing commands. The number of changes
made by mutation is selected uniformly at random. At the

Fig. 2. The initial graph used as the starting point for editing.

end of evolution the most fit network is saved. An experiment
consists of 30 replicates of the evolutionary algorithm.

The fitness function used to assess the quality of networks
is the same fitness function used in [11]. It incorporates
information from n = 50 simulated epidemics, using the
network node with the lowest index number as patient zero.
In each simulated epidemic, the sum squared error (SSE) of
the number of individuals that become infected against the
target number of individuals that become infected in each time
step is assessed. These SSE measurements are then sorted into
increasing order

E1 ≤ E2 ≤ . . . ≤ En (1)

and the fitness of a network N is:

fit(N ) =

n∑
i=1

Ei

i
(2)

Equation 2 shows a linearly weighted sum of SSE values,
to be minimized. Sorting the SSE values allows the fitness
function to pay the most attention to the sampled epidemics
that best approximated the epidemic profile being matched.
If this measure were used to determine the final quality of
the network, this would be an unsupportable kind of bias.
The fitness function is, however, only used to create a fitness
gradient toward the desired result. If an epidemic is a common
result on a network then this fitness function will return a good
value - one that creates an uphill path to networks that solve
the problem more effectively.

A particular epidemic profile may be quite rare in practice,
even on the network that is most likely to produce it. If this
situation holds, then the fitness function will return a relatively
good value only if the rarity is an intrinsic property of that
epidemic profile. The fitness function is a relative measure
of the suitability of networks, not an absolute one. The final
graphs are cross-validated at the end of evolution using 50



epidemics without weighting, yielding final fitnesses that can
be used for evaluation and comparison.

B. Traditional Parameter Study

In [11] it was established that performance improved when
applications of the the swap operator were replaced with
applications of the hop operator, which permits only local
changes to a graph.

As a result of this information, in this parameter sweep
the percentage for swap is set to zero. Table I shows the
full set of experiments. The first experiment has both toggle
and local toggle set to zero. There are then five further sets
of five experiments each. The first set has a total of 10%
divided among toggle and local toggle, and this percentage
is increased for each subsequent set. Within each set, the
percentage of toggle is decreased while the percentage of
local toggle is correspondingly increased. The remainder is
then divided evenly among the rest of the operators (swap
excluded).

C. Point Packing Parameter Selection

The point packing algorithm used to select the parameter
sets tested to understand the interaction of the problems
posed by the nine distinct epidemic profiles and the choice of
parameters operates as follows. It is important to remember
that the algorithm is packing points in a setting in which each
point is, itself, a set of parameters for running the algorithm.

Since the parameter giving the number of graph creation
commands is a large integer, rather than a number between
zero and one, this parameter was set to 256 for all experiments.
The parameters giving the probability of the graph modifica-
tion commands were selected with an evolutionary algorithm
that uses point packing.

Both initial population member generation and the variation
operator used in the evolutionary algorithm employ Conway’s
lexicode Algorithm, given as Algorithm 1. The user chooses a
minimum acceptable distance between sets of parameters – in
this case 0.45 which yields a selection of 28-29 parameter sets.
The initial population is generated by choosing 1000 points in
R7 whose coordinates sum to one and then using Conway’s
algorithm to select a maximal subset that obeys the minimum
distance constraint. This algorithm is described in detail in [2].

Algorithm 1. Conway’s Lexicode Algorithm
Input: a set S of points in some order.

a minimum distance δ.
Output: a subset T of S with minimum distance δ.

Details:
Initialize T to be empty.
Traversing S in order,
Add a point from S to T if its distance

from the current members of T is at least δ.
Return(T )

The algorithm uses a single variation operator, the Conway
crossover operator (CCO). Two collections of parameter sets

are chosen, they are combined, twenty new randomly gen-
erated parameter sets are added to the combined parameter
sets, and then the parameter sets are placed in a shuffled
order, after which Algorithm 1 is used to extract a subset that
obeys the minimum distance. This binary variation operator
plays the traditional roll of both crossover and mutation;
crossover follows from combining two parameter sets while
the mutation-like action enters with the adjoining of the twenty
additional parameter sets.

The algorithm uses a population of 4000 parameter sets.
Selection and replacement is performed with size three single
tournament selection. Three members of the population are
chosen; the two larger sets of parameter choices undergo CCO
and replace the smallest of the three chosen sets if the new set
of parameter selections is no smaller. The algorithm generates
new collections of parameter sets 1,000,000 times in each run
and thirty runs are performed to located the largest collection
of parameter sets.

The utility of selecting the largest possible collection of sets
of parameters is not direct; rather when we perform this type
of point packing the points are more evenly spread out in the
space in direct proportion to the size of the point packing.
Even distribution of the points – in this case of the parameter
sets – is encouraged by selecting the largest point packing
for a given minimum distance. The minimum distance used,
0.45, was selected simply to provide a tractable number of
parameter sets. Table II shows the full set of experiments.

IV. RESULTS AND DISCUSSION

A. Traditional Parameter Study Results

Box plots of the fitness values for the 26 experiments given
in Table I, for each of the 9 epidemic profiles, are shown in
Figure 3. Recall that the main purpose of this part of the study
is to evaluate the utility of local toggle in comparison to its
original version.

Most profiles show a slight trend towards better (i.e. lower)
fitness when the overall percentage of toggle (whether local
or original) is higher. Also, most profiles show a slight trend
towards better fitness as local toggle increases relative to the
original toggle, but often only up to the point at which they
are roughly equal. Also, this latter trend does not hold for all
profiles, most notably profile 8, in which the reverse is seen.
It should be noted that these trends are relatively minor, and
that within each experiment, all confidence intervals overlap.

One of the most important things to notice in these results
is the variation in performance by the same experiment from
one profile to another. This provides some evidence that
good parameter settings vary when fitting different epidemic
profiles. This in turn provides further motivation for using
point packing to select parameters for experiments, to ensure
that they are well distributed.

B. Point Packing Parameter Results

Box plots of the fitness values for the 29 experiments given
in Table II, for each of the 9 epidemic profiles, are shown in
Figure 4.



TABLE I
SETTINGS FROM TRADITIONAL PARAMETER SWEEP, IN PERCENTAGES

Experiment Toggle Hop Add Delete Swap L-Toggle Null
1 0.0 25.0 25.0 25.0 0.0 0.0 25.0
2 10.0 22.5 22.5 22.5 0.0 0.0 22.5
3 7.5 22.5 22.5 22.5 0.0 2.5 22.5
4 5.0 22.5 22.5 22.5 0.0 5.0 22.5
5 2.5 22.5 22.5 22.5 0.0 7.5 22.5
6 0.0 22.5 22.5 22.5 0.0 10.0 22.5
7 20.0 20.0 20.0 20.0 0.0 0.0 20.0
8 15.0 20.0 20.0 20.0 0.0 5.0 20.0
9 10.0 20.0 20.0 20.0 0.0 10.0 20.0
10 5.0 20.0 20.0 20.0 0.0 15.0 20.0
11 0.0 20.0 20.0 20.0 0.0 20.0 20.0
12 30.0 17.5 17.5 17.5 0.0 0.0 17.5
13 22.5 17.5 17.5 17.5 0.0 7.5 17.5
14 15.0 17.5 17.5 17.5 0.0 15.0 17.5
15 7.5 17.5 17.5 17.5 0.0 22.5 17.5
16 0.0 17.5 17.5 17.5 0.0 30.0 17.5
17 40.0 15.0 15.0 15.0 0.0 0.0 15.0
18 30.0 15.0 15.0 15.0 0.0 10.0 15.0
19 20.0 15.0 15.0 15.0 0.0 20.0 15.0
20 10.0 15.0 15.0 15.0 0.0 30.0 15.0
21 0.0 15.0 15.0 15.0 0.0 40.0 15.0
22 50.0 12.5 12.5 12.5 0.0 0.0 12.5
23 37.5 12.5 12.5 12.5 0.0 12.5 12.5
24 25.0 12.5 12.5 12.5 0.0 25.0 12.5
25 12.5 12.5 12.5 12.5 0.0 37.5 12.5
26 0.0 12.5 12.5 12.5 0.0 50.0 12.5

TABLE II
PARAMETER SETTINGS FROM POINT PACKING, IN PERCENTAGES

Experiment Toggle Hop Add Delete Swap L-Toggle Null
1 43.43 0.16 3.36 1.08 45.49 5.16 1.33
2 17.13 15.17 12.11 15.23 14.96 8.20 17.19
3 47.33 44.18 0.07 1.61 2.20 1.65 2.96
4 39.53 0.75 3.43 46.52 3.33 0.41 6.02
5 0.03 4.19 1.96 6.03 84.81 0.07 2.91
6 0.06 3.17 1.00 48.46 0.86 1.76 44.68
7 39.08 1.19 1.67 1.98 1.29 52.61 2.17
8 2.50 47.45 45.73 0.64 0.25 1.77 1.67
9 47.06 0.07 44.47 1.44 0.46 2.50 4.00

10 2.87 39.35 2.51 2.27 1.26 50.05 1.69
11 2.58 2.20 0.57 0.21 2.45 44.57 47.42
12 1.88 0.22 46.76 1.38 1.26 45.66 2.83
13 0.88 42.34 2.48 2.42 0.59 2.62 48.69
14 1.03 0.53 41.50 0.55 0.59 2.65 53.14
15 5.52 2.65 85.28 0.07 2.99 0.02 3.46
16 39.88 1.57 0.63 2.34 1.26 0.34 53.98
17 3.81 75.47 9.84 2.19 4.55 2.65 1.49
18 0.68 2.81 2.90 45.36 0.50 43.91 3.83
19 0.24 40.20 2.05 49.02 1.32 0.53 6.65
20 6.35 0.53 41.07 2.58 45.78 2.63 1.05
21 2.85 1.95 1.40 42.89 48.51 0.06 2.34
22 2.12 4.99 1.86 2.86 48.19 39.31 0.66
23 1.39 3.68 1.81 3.79 3.24 2.56 83.54
24 0.44 1.02 0.08 2.13 48.16 1.82 46.36
25 77.52 4.27 7.22 1.74 1.01 4.88 3.36
26 1.33 1.01 1.95 2.43 2.94 79.87 10.47
27 7.19 1.46 39.63 45.64 1.93 0.25 3.91
28 4.51 0.44 1.58 83.54 0.12 2.92 6.90
29 0.79 45.11 1.50 0.83 47.50 0.28 3.99



Fig. 3. Results for traditional parameter study for all profiles. Created using values from each run of the evolutionary algorithm, with 30 fitness values per
experiment. The fitness is to be minimized.

Examining Figure 4 we have clear evidence that the point
packing selected collection of parameter sets demonstrate that
the good parameter settings are different when fitting different
epidemic profiles. A striking example of this is provided by
Experiment 15. This experiment places exceedingly heavy
weight on the operation that adds an edge to the graph. It
is the worst or second worst parameter set for profiles 1, 2, 5,
6, 7, and 9, of intermediate quality for profiles 3 and 4, and
clearly the best setting for profile 8.

The differences between different parameter settings are
statistically significant – the interquartile ranges have zero
overlap – for every profile. If we combine this significance
with the fact that many parameter settings shine on some
profiles and are terrible on others it is clear that the point
packing technique of parameter setting is detecting complex,
profile-specific interactions among the parameters. This sug-
gests that this sort of parameter exploration may improve
the performance of evolutionary algorithms on a variety of
problems – and is more likely to improve difficult problems;

this sort of interaction between parameters of the evolutionary
algorithm is one of the reasons a problem can be difficult.

The degree of variability of performance between parameter
sets, both within the experiments performed for a single profile
and between profiles for a particular parameter set, have a
broad range. Sometimes a parameter set will give a tightly
bounded set of results, other times the top to bottom variation
of fitness can be huge; the results for Profile 4 exemplify this.

V. CONCLUSIONS AND FUTURE WORK

Figure 5 shows the best, worst and median rank obtained
by each of the 29 experiments on the 9 epidemic profiles.
Some experiments performed well in general – for example,
Experiment 7, which has very high combination of regular
and local toggle, and Experiment 26, which has very high
local toggle. Also, Experiments 1, 5, 20, 21, 22, 24 and 29,
all of which had a high swap percentage, routinely performed
poorly. This is a further confirmation of the results presented
in [11].



Fig. 4. Results for point packing parameter study for all profiles. Created using values from each run of the evolutionary algorithm, with 30 fitness values
per experiment. The fitness is to be minimized.

Fig. 5. Best, Median and Worst Rank for Each Experiment.



However, while noticing those trends, it is clear, as stated
above, that no single parameter set was best in all instances.
This perhaps demonstrates the best reason for using a method
such as point packing to select parameters: that without doing
so, one does simply not investigate a wide enough range of
options.

There are several possible avenues of future research.

A. Point Packing with More Points

In the current study 29 parameter sets were selected by
point packing. This number was used in part because it was
a tractable number, and in part because it compared closely
to the number of experiments selected via a more traditional
parameter sweep when investigating original toggle vs. local
toggle. One obvious course of future research is to increase the
number of experiments by increasing the number of points in
the point packing. Furthermore, given the poor performance of
all experiments with a high percentage allocated to the swap
operator, this operator could be eliminated in the future, or
restricted to a very small percentage.

B. Another Way to Explore Parameters with Point Packing

In this study a relatively small number of point packings
were chosen and then multiple replicates were performed for
each parameter set. Another possible approach is to use a much
large number of parameter sets and then run the evolutionary
algorithm once for each. This will provide relatively little
information about the performance of a single parameter set.
If the marginal effect of performance of each parameter or pair
of parameters is extracted, however, this approach permits far
more complete coverage of the parameter space. This appli-
cation of point packing to parameter exploration is parallel to
and possibly complimentary to the bandit optimization in [7].

C. Evaluation of Other Local Operators

In earlier work [11] it was established that replacement of
the global swap operator with the local hop operator improved
performance on the problem of epidemic profile matching. In
the current study, a local toggle operation was investigated.
The case for replacing the original toggle with its local version
is less clear, but the general trend demonstrated that some
combination of the local toggle with the original did improve
performance.

In the THADS-N representation there are two further op-
erators, namely add and delete, that are also candidates for
local versions which are simple restrictions of the local toggle
operation.

D. Other Graph-evolution problems.

In this study we considered only the problem of matching
epidemic profiles as closely as possible. A closely related
problem considers how best to evolve graphs that will promote
long-lasting epidemics. It would be of interest to see how
local toggle, and other local operators, would perform for
this problem, along with the selection of parameters via point
packing.

An earlier study [3], defined a collection of test problems for
graph evolution. These include the simple unimodal edgemax
problem, network stability problems, and finding graphs that
are difficult to color properly. Any of these are also potentially
targets for the extended representation for graph evolution
presented in this study.

E. Utilizing a More Complex Epidemic Model.

The SIR model was chosen because it is adequate for testing
the generative representation. However, the model is basic and
more complex models may lead to better understanding of
epidemics. Examples of more complex models include: epi-
demics that last for longer than one time step, epidemics that
have variable length, and allowing for “removed” individuals
to lose immunity over time.
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