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Abstract—Epidemic contact tracing examines the movement
of infection through a population based upon links in a contact
network, and weighted networks represent the potential of
transfer of the contagion. Graph compression reduces the size
of a network by merging groups of nodes into supernodes. This
study considers the use of genetic algorithms to select the nodes
to be merged, grouping together highly connected sections of the
graphs. Examined is a dataset that is extracted from contacts
that occurred during several days of the “Infectious: Stay Away”
event. The incorporation of weights, to indicate the strength of
interactions between individuals, is an important contribution of
this work. The demonstrated outcomes are that by including
weighted information on the edges, there is more effective
detection of highly interacting subgroups when compared to
the unweighted version of graphs. These methods not only
compress the networks with a low rate of distortion, but also
the identification of supernodes in the networks allows for better
targeting of interventions by public health upon individuals in
such groups. This is crucial because when one member becomes
infected, all members of the group are exposed to the contagion.

I. INTRODUCTION

The detection and containment of high risk groups is a
historically proven method on the control of epidemics [21].
The word quarantine stems from the Italian phrase “quaranta
giorni” meaning forty-days, which was considered the correct
amount of time for which ships suspected of black death would
dock away from ports to contain and prevent the transfer.
While germ theory was unknown at this time, the ideas
that foul air, or miasmas, would transfer contagion correctly
precluded the assembly of large crowds in enclosed spaces.
This led doctors to wear masks stuffed with sweet smelling
herbs and wear full body covering cloaks and gloves, and
would cause public health groups to put in place controls
on the movements of the infected. These controls were the
historical analogs [4], [9], [15] of current methods of social
distancing, movement restrictions, masks, and biohazard suits.

Contact tracing allows for health department officials to
follow the spread of a disease, allowing for early diagnostic
tests, early treatment, and isolation of the infected. This
reduces the resources used in the containment stages of a
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pandemic, as tests are used on those likely to have come into
contact with the virus. More effective information available to
officials making such decisions also means a reduction in the
need for disruptive controls on all but those in high risk. The
recent SARS-CoV-2 pandemic has shown clearly that areas
with effective contact tracing and testing were able to control
the virus more effectively [6], [8], [12], [16]. Information
concerning interactions between individuals in a population
may be stored in a contact network. Weighted graphs are
also examined in regards to their social relations [7], [14],
[22]. Early information about the household transmission in
COVID-19 has shown that there is also a heightened issue of
reinfection along with the increased levels of transmission in
tight sections of the network [13].

One of the major issues for storage and analysis of biolog-
ical networks, which includes such contact networks, is their
size. One approach to handling this difficulty is compression.
In this paper we use an evolutionary algorithm to compress
a set of contact networks that incorporate information about
the strength of interactions between individuals. The examined
compression methods utilize Genetic Algorithms (GA) to
select which nodes to merge.

II. BACKGROUND

A. Graphs

From a mathematical standpoint, the contact networks are
known as graphs. In this paper we use the terms network and
graph interchangeably.

A graph consists of a set of nodes and a set of edges, where
each edge connects two nodes. Two nodes are adjacent if they
are connected by an edge; such nodes are neighbours of one
another. The degree of a node is the number of edges in which
it is included. Information on the edges of a graph, i.e. its
adjacency information, is most commonly represented by an
adjacency matrix or an adjacency list. A path between two
nodes is a sequence of edges that connect them, with no vertex
in the path visited more than once; the distance between two
nodes is the length of the shortest path between them. In a
weighted graph the edges have an associated weight, while
in an unweighted graph all edges are assumed to have the
same weight. For further background information on graphs,
we refer the reader to [20].
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Fig. 1: Merge between nodes a and b produce the supernode
a, b with internal weight 4. The merge averaged the weights of
the edges a, b−d and a, b−c to 1. After the resulting graph is
decompressed there are new weights between b− d and b− c.

Fig. 2: Merge between nodes a and c produce the supernode
a, c with internal weight 2. The merge averaged the weights of
the edges a, c− b to 2 and a, c− d to 1. After decompression
there are new weights between a− b and a− d.

In this study we examine both unweighted and weighted
graphs. In particular, the graphs are personal contact networks
in which the nodes represent individuals and the edges repre-
sent pairs of individuals who interact. In the weighted graphs,
the edges store the strength of those interactions.

B. Graph Compression

In graph compression, nodes are merged into supernodes
and edges are adjusted accordingly to become superedges. In
the case of an unweighted graph, conceptually the merged
nodes become a clique. As such, when original graph G is
compressed to form G′ and G′ is subsequently decompressed
to form G′′, there may be edges in G′′ that did not exist
in G. These new edges are termed fake edges. If u and
v do not already have an edge in common before they
are merged, then a fake edge (u, v) will be created during
compression/decompression; fake edges may also be created
to neighbours. For example, consider the unweighted version
of the graph shown in Fig. 1. Since a had an edge to both

Fig. 3: Merge between nodes b and c produce the supernode
a, b with internal weight 0. The merge averaged the weights of
the edges b, c− d . After the resulting graph is decompressed
there are no new edges.

c and d before a was merged with b, after compression and
decompression b will now also have edges to both c and d.

In weighted graphs, there may be changes to not only the
structure but also the weights of the edges. When merging
nodes in weighted graphs the weights of edges are modified
following the concepts described in [19]. If u and v are merged
to form supernode u, v then if edge (u, v) of weight w was in
the graph prior to compression, the supernode u, v will have
an internal weight of w. This indicates that all nodes within
the supernode are conceptually a clique with all edges having
weight w. If no edge (u, v) exists prior to compression, then
the internal weight will be zero. Edges to neighbours of u and
v may also be affected, with edge weights averaged out.

Consider Fig. 1. In this example, a and b are connected by
an edge of weight 4 prior to compression. When merged, the
supernode a, b has internal weight 4, as seen in italics next to
the supernode. Node a had edges of weight 2 to both c and d
prior to the merge, while b had no edge to either c or d. When
the merge occurs, there will be an edge from a, b to c that
will have weight 1, averaging out the weights of (a, c) = 2
and (b, c) = 0. Upon decompression, this will result in a new
edge (b, c) of weight 1, while the edge (a, c) now has weight
1 rather than 2. The equivalent situation occurs for d. Fig. 2
shows a similar situation, with some new edges being created
and the weights of other edges being modified.

Fig. 3 shows a slightly different situation. In this case, b and
c were not previously connected by an edge prior to being
merged. As a result, the supernode b, c has internal weight
0. As both b and c had edges to a prior to the merge, their
weights are averaged out. No other edges are affected and no
new edges are created.

C. Related Work

Evolutionary graph compression has been examined on a
number of unweighted networks in both biological and non-
biological data sets. The E. coli gene regulatory network was
compressed in [1] along with social communications networks,
voting networks, and author collaborations. The application
of graph compression to bioinformatics data including E. coli
gene regulations, yeast transcription regulation, and protein-
protein interaction networks was examined in [10].

The compression and understanding of game narrative
graphs [2] allow for the detection of city clustering in the role
playing games. Relational networks between the characters
in the game allowed for a compression method which linked
to character locations, showing that graph compression could
discover the cities in the games. Further, in [3] a player
reputation model was examined, in which information about
the player’s actions was spread much like an epidemic.

There have also been examinations of multiple objective
evolution being used to control the trade off between the
compression ratio and the loss of detail [5], [23]. The use
of these systems allows for the user of the system to have
a high valued compression without the loss of informational
data, which is a clear trade off in the compression.



TABLE I: Summary of graph data

Graph Nodes Edges
# Max Deg Avg Deg # Max Wt Avg Wt

06-02 80 10 3.60 144 95 11.33
04-28 200 20 7.14 714 108 8.32
07-07 234 37 10.27 1202 167 8.20
07-15 410 50 13.49 2765 191 6.26

III. DATASET

The data consists of a set of graphs obtained from the
“Infectious: Stay Away” event held in 2009; see [11], [17],
[18]. All individuals taking part in this event wore sensors.
Each day of the event was divided into 20s intervals. During
each interval all interactions (as measured by sensor proximity)
between pairs of individuals were recorded. One individual
was initially selected as infectious, and during each interval
the epidemic was deemed to spread to other individuals within
proximity of an infected individual during that timeframe.

In the current study we use the above data to create static
graphs that represent interactions during any of the intervals.
A total of 69 days of data is available. For each of these days,
we created three graphs. The unweighted graph has an edge
connecting two nodes (individuals) if those individuals were
in contact with each other during any of the time intervals
that day. The weighted graph represents the same information,
but with each edge having a weight corresponding to the
total number of interactions between those individuals over
the course of the day. From the perspective of an epidemic,
this can be seen as a proxy for the strength of the contact
between individuals, with a higher weight representing a closer
contact. As some of these weights can be quite extreme a third
graph, the adjusted weighted graph, arranges the weights from
the original weighted graph into ten classes. For each original
weight w, the adjusted weight wadj is calculated using the fol-
lowing equation: wadj = d20∗e0.075∗w/(1.0+e0.075∗w)−10e.

We selected four days from the 69 days of data available.
These were selected because their graphs provide a range in
terms of number of nodes and other key characteristics. The
graphs are identified by their date, e.g. 04-28 corresponds to
the data from 28th April. The graphs are summarized in Table
I. The first graph listed, 06-02, has the smallest number of
nodes from all 69 days of data, while the last graph listed,
07-15, has the largest number. The other two are mid-range in
terms of number of nodes, but differ in terms of their edges
and connectivity. The details on weights of edges refer to the
original weighted graph, not the adjusted weighted graph.

This table highlights some interesting aspects relating to the
nature of contact networks when weights are incorporated. The
smallest graph, 06-02, corresponds to the smallest number of
visitors to the event for any of the days recorded. In looking
at degree, we can see that the maximum and average degrees
are significantly lower than for the other graphs studied. This
means that each individual was in contact with a relatively
small number of other individuals. However, the average
weight of the edges is much higher than in the other graphs,
meaning that when pairs of individuals are in contact on

Fig. 4: Graph 06-02: original weights

average they have much closer contact than individuals in the
other graphs. From the point of view of using these contact
networks to evaluate the possible spread of an epidemic, both
degree and weight are important. The former identifies the
number of individuals with whom a person has come into
contact, while the latter identifies how frequent those contacts
were; both are opportunities for transmission of the disease.

For a visualization of the types of graphs being studied,
see Figs. 4 and 5, which show the weighted and adjusted
weighted versions of the 06-02 graph respectively. This is
the smallest of the graphs considered, having several isolated
components. In addition, several of those components are
actually cliques; from the perspective of the unweighted fitness
function, merging such nodes will create zero fake edges,
allowing for excellent fitness to be obtained. However, in
the weighted graph, while some edges in these cliques have
high weight others are sometimes low. Such an imbalance of
weights within the same clique is likely to affect the choices
of nodes to merge in the weighted fitness functions. From the
perspective of an epidemic considering this additional aspect
makes sense because in merging nodes we are identifying
nodes (individuals) that are closely connected; if there are
some low weight edges within a group then have minimal
contact with the rest of the group. Consequently, while close
contacts within a group are more likely to become ill if one of
them becomes infected, those with rare interactions with the
rest of the group have less concern.

IV. METHODOLOGY

Genetic Algorithms (GAs) are population based Evolution-
ary Algorithms. The population consists of candidate solutions
that are represented as chromosomes. At each generation
chromosomes are examined for their ability to solve the
problem using fitness evaluation. Chromosomes with better
fitness are more likely to be selected and then subjected to
crossover and mutation to produce chromosomes for the next



Fig. 5: Graph 06-02: adjusted weights

generation. Crossover is a binary operation that “breeds” two
chromosomes to produce children, while mutation is a unary
operation that makes a minor change to a chromosome. After
a number of generations, the population will tend to move
towards higher fitness areas of the search space.

In this paper we use a single-objective genetic algorithm to
compress weighted graphs. We consider two fitness functions,
both of which are based upon the distortion of the original
graph when it undergoes the process of compression followed
by decompression; see Section IV-F for full details. It was
shown in [10] that for unweighted graphs, when a merge of
two nodes requires those nodes to be within a given distance of
each other then this tends to lead better fitness; furthermore, it
was shown in [2] that this requirement also tends to allow for
meaningful interpretation of the underlying data. We explore
this concept in the current study for weighted graphs. Although
the approach is applied to the contact networks described in
Section III, it can in fact be applied to any weighted graphs.

A. Representation

The compression reduces the number of nodes in the
original graph by a sequence of merges, in which each merge
combines two nodes into one. The compression ratio C of
a graph is C = 1 − Nc

No
, where No is the number of nodes

in the original graph and Nc is the number of nodes in the
compressed graph. The compression ratio is given as an input
parameter. As such the compressed graph is produced from
the original graph by a sequence of No −Nc merges and the
number of nodes in the compressed graph is Nc = No∗(1−C).
For example, if the original graph G has 100 nodes and the
compression ratio is 0.05, then the compressed graph G′ has
95 nodes and was produced from G by a sequence of 5 merges.

Each node of the graph is represented by a unique integer
value between 0 and No−1. This is similar to the representa-
tion in [5], with the incorporation of weights. The chromosome
represents the sequence of No − Nc merges used to produce

root 28 69 20 1 31
offset 67 11 98 18 7

Fig. 6: Example Chromosome

root 28 69 25 1 31
offset 67 11 95 18 7

Fig. 7: Result of Mutation

the compressed graph from the original graph. Information on
each individual merge is stored using two integer values: the
root, which is the index of the first node to be merged, and the
offset, which is a positive integer used to calculate the index
i of the second node to be merged as i = (root + offset) mod
No. The requirement for offset to be a positive value ensures
that a node is not merged with itself.

The chromosome consists of two one-dimensional arrays of
length No − Nc. Corresponding indices in these arrays each
store the root and offset for a single merge. For example, to
compress a graph with 100 nodes by a compression ratio of
0.05 (5%) requires 5 merges, so the chromosome consists of
two arrays of length 5. See Fig. 6 for an example chromosome.
In this example the following pairs of nodes are merged: 28
with (28 + 67) mod 100 = 95, 69 with (69 + 11) mod 100 =
80, 20 with (20 + 98) mod 100 = 18, 1 with (1 + 18) mod
100 = 19, and 31 with (31 + 7) mod 100 = 38.

B. Initial Population

As in [10], all merges in the chromosome are required to be
local, meaning that both nodes to be merged must be within a
specified distance of each other. For the purposes of selecting
nodes to merge, we consider only the number of edges and
not their weights when computing distance. For each of the
No − Nc merges in the initial population, the first node is
chosen randomly and its index is stored as root. A breadth-
first search is then performed from that node to find all other
nodes within the specified distance; one of these is chosen at
random and offset is set accordingly.

C. Selection

Tournament selection is used to select the parents. For each
parent, a separate tournament selection process takes place,
as follows: k chromosomes are chosen at random from the
population and their fitness is evaluated, with the best of these
selected for reproduction as a parent. The selected parents are
then subjected to crossover and mutation based on the settings
(see Table II) to create two child chromosomes. The process
repeats to create all chromosomes for the next generation.

D. Mutation

We use single-point mutation, which modifies a single
merge and simultaneously affects both of the arrays in the
chromosome. The mutation point is a random value j between
1 and No−Nc, the size of the chromosome. First, the entry at
index j of the root array is changed to a random value between



root A 28 69 20 1 31
offset A 67 11 98 18 7

root B 27 94 25 8 62
offset B 93 11 95 92 45

Fig. 8: Before Crossover

root A 28 69 25 8 31
offset A 67 11 95 92 7

root B 27 94 20 1 62
offset B 93 11 98 18 45

Fig. 9: After Crossover, with original chromosome A shown
in bold

0 and No−1. As when generating the initial population, once
the first node is chosen, the other node is chosen randomly
from among all other nodes within the specified distance.
Fig. 7 shows the result of single-point mutation in the third
entry of the chromosome from Fig. 6. The result of the
mutation is that the third merge is now between nodes 25 and
(25+95) mod 100 = 20, while all other merges are unchanged.

E. Crossover

Crossover is simultaneously applied to both arrays of the
chromosome. Recall that these arrays are both of length No−
Nc. Two-point crossover is used. The first crossover point is
a random value between 1 and No −Nc and the second is a
random value between the first and No−Nc. Fig. 9 shows the
result of crossover on the pair of chromosomes from Figure 8,
with the third and fourth entries both being exchanged between
the two chromosomes.

F. Fitness Functions

We evaluate three fitness functions, all of which measure
the amount of distortion created by first compressing a graph
G to form G′ and then decompressing G′ to form G′′. As
the compression consists of merging nodes into supernodes,
decompression consists of unmerging those supernodes into
the original nodes from which they were created. As such,
the nodes in G are identical to the nodes in G′′, and so the
distortion relates to only the edges and (in the case of weighted
graphs) their weights.

In all of the fitness functions considered, the fitness should
be minimized as we wish to minimize the amount of distortion
between G and G′′. We evaluate all three fitness functions
when applied to the problem of compressing the graphs
defined in Section III.

1) Fitness Function for Unweighted Graphs: When decom-
pressing a supernode, it becomes a clique. This process may
create fake edges in G′′ that did not exist in G. The fitness
function for unweighted graphs counts the number of fake
edges created. For further details, see [10].

TABLE II: Summary of Experimental Parameters

Parameter E1 E2 E3
Mutation Rate 10% 10% 15%
Crossover Rate 80% 90% 90%
Generations 200 (compr. ratio 10%)

400 (compr. ratio 20%)
Population Size 250
Tournament Size 5
Number of Elites 1
Number of Runs 30

For example, consider the unweighted version of the graph
shown in Fig. 1. Since a had an edge to both c and d before
a was merged with b, after compression and decompression
two fake edges will be created, so the fitness is 2.

2) Fitness Functions for Weighted Graphs: As with un-
weighted graphs, fake edges may be created. In addition, the
weights of any of the edges in G′′ may be different than in
G. We consider two fitness functions for weighted graphs.

The first fitness function is the sum of the differences
between the weights in G and in G′′, for all pairs of vertices u
and v. The weight of edge (u, v) in G is denoted by wt(u, v)
and the weight of edge (u, v) in G′′ is denoted by wt′′(u, v).
If there is no edge between nodes u and v then we treat it as
an edge of weight zero. This fitness is thus calculated as

fitness1 =
∑

u,v∈G
|wt(u, v)− wt′′(u, v)| (1)

If this function was applied to Fig. 3, even though no fake
edge was created from the merge, the fitness would still have
a non-zero value, namely fitness1 = |4− 3|+ |2− 3|+ |2−
2|+ |4− 3|+ |2− 3|+ |2− 2| = 4.

The second fitness function uses the concept of distance
defined in [19], which is essentially Euclidean distance. This
is calculated as

fitness2 =

√ ∑
u,v∈G

(wt(u, v)− wt′′(u, v))2. (2)

If this fitness was applied to Fig. 3, the value would be
fitness2 =

√
4 = 2.

V. RESULTS AND DISCUSSION

Recall that each merge of the compression requires the
nodes being merged to be within a specified distance. For
both the unweighted and weighted graphs, we count only the
number of edges when determining this distance, not their
weights. Previous work [2], [10] identified that in general,
lower distances provided better results. The best values for
distance are expected to vary from one graph to another.

In the current study, initial investigation indicated that for
the data being considered, a distance of 1 or 2 provided the
best results. As such, these are the distances further examined.
We consider compression ratios of 10% and 20%. Table II
summarizes the experimental parameters for the GA. Each



TABLE III: Best fitness and corresponding experiment for
each compression ratio and distance for unweighted graphs.
Fitness is as specified in Section IV-F1.

Graph Compression ratio 10% Compression ratio 20%
Dist 1 Dist 2 Dist 1 Dist 2

Fit Exp Fit Exp Fit Exp Fit Exp
06-02 0 E3 0 E3 0 E3 0 E3
04-28 21 E1 21 E3 76 E1 75 E3
07-07 14 E1 15 E3 90 E3 94 E3
07-15 131 E3 149 E3 408 E3 456 E3

TABLE IV: Best fitness and corresponding experiment for
each compression ratio and distance for weighted graphs.
Graphs with subscript a are those with adjusted weights.
Fitness is as specified in Equation 1.

Graph Compression ratio 10% Compression ratio 20%
Dist 1 Dist 2 Dist 1 Dist 2

Fit Exp Fit Exp Fit Exp Fit Exp
06-02 8 E2 8 E2 31 E3 30 E1
04-28 80 E3 79 E3 324.7 E3 334.7 E3
07-07 151 E3 174.3 E2 767.8 E3 831.5 E3
07-15 760 E3 958.6 E3 2514.4 E3 3087.7 E3

06-02a 3 E3 2 E3 17 E3 17 E3
04-28a 62 E1 63 E3 208 E2 223.2 E3
07-07a 103.1 E3 101.3 E3 402.5 E2 408.8 E3
07-15a 451.1 E3 526.2 E3 1335.9 E1 1465.7 E3

of the listed settings (E1, E2 and E3) is applied to each
combination of distance and compression ratio.

Table III summarizes the best fitness obtained, along with
the experiment in which it was obtained, for each compression
ratio and distance for the unweighted graphs. Tables IV and
V show corresponding results for the first weighted fitness
function (Equation 1) and second weighted fitness function
(Equation 2) respectively. In these latter two tables, the original
weighted graphs are listed by their date, while the correspond-
ing adjusted weighted graphs have the subscript a appended,
e.g. 06-02a refers to the adjusted weighted graph for June 2nd.

Plots showing the fitness and 95% confidence intervals for
each graph and each fitness function are shown in Fig. 13.
One of the most noticeable trends is that generally the results
for distance 1 are better than for distance 2, a trend that is
more significant as the size of the graph increases. The main

TABLE V: Table of best fitness and corresponding experiment
for each compression ratio and distance for weighted graphs.
Graphs with subscript a are those with adjusted weights.
Fitness is as specified in Equation 2. IV-F1
.

Graph Compression ratio 10% Compression ratio 20%
Dist 1 Dist 2 Dist 1 Dist 2

Fit Exp Fit Exp Fit Exp Fit Exp
06-02 2.2 E1 2 E2 4.1 E3 3.9 E1
04-28 6.6 E3 6.4 E3 15.8 E3 16.2 E3
07-07 9.4 E1 9.9 E3 32.3 E2 35.4 E3
07-15 28.8 E3 41.2 E3 68.9 E3 81.3 E3

06-02a 1 E1 1 E3 2.9 E3 2.9 E3
04-28a 5.7 E3 5.5 E3 10.8 E1 10.7 E3
07-07a 7.4 E3 7.7 E3 15.5 E1 16 E3
07-15a 16.7 E3 19.4 E3 29.8 E3 36 E3

exception to this is graph 07-07 using the second weighted
fitness function. Also note that there is a slight improvement
in fitness when setting E3 is used over the other settings,
although this is a slight trend and the confidence intervals
tend to overlap. Finally, it can also be seen that the original
weight and adjusted weight means move relative to each other
when the first weighted fitness function is being used. All the
plots in the middle column have the same structure.

As an example of compression, see Figs. 10, 11 and 12
that show unweighted uncompressed, unweighted compressed,
and weighted compressed versions of the 04-28 graph. In
the compressed graphs, a self-edge at a node indicates that
a merge has taken place at that node. For example, in Fig. 11
there are multiple self-edges on node 195, indicating that node
195 was merged with multiple other nodes. Meanwhile, the
choices of merges in the component containing node 195 are
much more selective in the weighted compression. A hint as
to why is given by noting the imbalance of weights within this
component, which is a manifestation of the situation described
at the end of Section III. Also note that merged nodes tend to
have a high-weight edge connecting them. This is a situation
which we would wish to see when trying to extract information
relating to close contacts during an epidemic.

It is worth digging into the details of the sequence of
merges in the best chromosomes. For example, consider the
06-02 graph shown in Fig. 4, in particular the clique involving
nodes 55, 56, 57 and 58. Although this is a clique, the edge
weights have a wide range (1–35) with most being towards
the bottom of that range. In the unweighted 20% compression
that simply counts fake edges, 3 out of 4 of these nodes
are merged together as they do so with zero cost. In the
weighted compression, however, none of the nodes are merged
together. This also holds true for the adjusted weighted graph,
which provides a hint that in adjusting weights to be within a
manageable range, appropriate merges still occur.

TABLE VI: Legend for Figure 13

Group Symbol Comp. Ratio Dist.
Unweighted solid diamond (green) 10% 1

diamond (green) 20% 1
star (purple) 10% 2
X (purple) 20% 2

Weighted solid triangle (black) 10% 1
(original) triangle (black) 20% 1

solid circle (red) 10% 2
circle (red) 20% 2

Weighted solid square (cyan) 10% 1
(adjusted) square (cyan) 20% 1

solid inverted triangle (orange) 10% 2
inverted triangle (orange) 20% 2

VI. CONCLUSIONS

Weighted graph compression via genetic algorithms allows
for the detection of highly connected segments in the popula-
tion, conjoining them into supernodes. The compressed graph
closely maintains the connectivity and weight properties of
the original graph. Through the evaluation of this technique



Fig. 10: Graph 04-28: unweighted, prior to compression

Fig. 11: Graph 04-28: unweighted, after 20% compression

upon real epidemic networks, even with a compression ratio
of 20%, there was little loss in the original connectivity and
weight distributions. However, this does come at a cost. The
run times in milliseconds can be seen in Table VII.

While the graphs selected for this study were formed from
actual contact tracing, future work should examine larger
contact networks for the suitability of this technique, even
if this would require synthetic data. The graph compression
could also be hierarchies of supernodes, in which a supernode
itself is an entire compressed graph of nodes and supernodes.

Fig. 12: Graph 04-28: weighted, after 20% compression using
fitness function 2

TABLE VII: Average Run times (ms) for 07-15

Max Distance 1 1 2 2
Compression 10% 20% 10% 20%

Weighted 56,814 197,021 63,659 288,541
Unweighted 9,224 29,283 29,300 31,237

The fitness functions and ratios of compression are other key
elements which could be evaluated.

There are multiple objectives: having sufficient levels of
compression while also minimizing loss of information in the
edges and their weights. Previous systems [23] of multiobjec-
tive compression examining the prevention of the development
of fake edges using NSGA-II demonstrated that the tradeoff
between compression and loss of detail using evolutionary
methods is manageable even with high compression. Future
work should examine this technique for weighted graphs.

The methodology described here is applicable to any
weighted graph, and in particular, large biological networks
representing complex information.

REFERENCES

[1] J. A. Brown, S. Houghten, T. K. Collins, and Q. Qu. Evolving graph
compression using similarity measures for bioinformatics applications.
In IEEE Conference on Computational Intelligence in Bioinformatics
and Computational Biology, pages 1–6, 2016.

[2] J.A. Brown, D.A. Ashlock, S. Houghten, and A. Romualdo. Evolution-
ary graph compression and diffusion methods for city discovery in role
playing games. In IEEE Congress on Evolutionary Computation, 2020.

[3] J.A. Brown, J. Lee, and N. Kraev. Reputation systems for non-player
character interactions based on player actions. In AAAI Conference on
Artificial Intelligence and Interactive Digital Entertainment, 2017.

[4] H. Brüssow. Covid-19: test, trace and isolate-new epidemiological data.
Environmental Microbiology, n/a(n/a), 2020.

[5] T. K. Collins, A. Zakirov, J. A. Brown, and S. Houghten. Single-
objective and multi-objective genetic algorithms for compression of
biological networks. In IEEE Conference on Computational Intelligence
in Bioinformatics and Computational Biology, pages 1–8, 2017.

[6] L. Ferretti et al. Quantifying sars-cov-2 transmission suggests epidemic
control with digital contact tracing. Science, 368(6491), 2020.

[7] N. Gal-Oz, R. Yahalom, and E. Gudes. Identifying knots of trust
in virtual communities. In I. Wakeman, E. Gudes, C. D. Jensen,
and J. Crampton, editors, Trust Management V, pages 67–81, Berlin,
Heidelberg, 2011. Springer Berlin Heidelberg.



Fig. 13: Graphs showing the mean fitness for each experiment, with 95% confidence interval. Lower fitness is better. The leftmost
column shows the fitness from unweighted graphs (Section IV-F). The middle column shows the fitness from Equation 1. The
rightmost column shows the fitness from Equation 2. Each row represents a graph tested: the first, second, third, and fourth
rows show the fitness for graphs 06-02, 04-28, 07-07, and 07-15 respectively. See Table VI for legend of symbols and colours.

[8] D. T. Halperin. Coping with covid-19: Learning from past pandemics to
avoid pitfalls and panic. Global Health: Science and Practice, 8(2):155–
165, 2020.

[9] J. N. Hays. The Burdens of Disease: Epidemics and Human Response in
Western History. Rutgers University Press, rev - revised edition, 2009.

[10] S. Houghten, A. Romualdo, T. K. Collins, and J. A. Brown. Compression
of biological networks using a genetic algorithm with localized merge.
In IEEE Conference on Computational Intelligence in Bioinformatics
and Computational Biology, pages 1–8, 2019.

[11] L. Isella et al. What’s in a crowd? analysis of face-to-face behavioral
networks. Journal of Theoretical Biology, 271(1):166–180, 2011.

[12] J.R. Koo et al. Interventions to mitigate early spread of sars-cov-
2 in singapore: a modelling study. The Lancet Infectious Diseases,
20(6):678–688, 2020.

[13] W. Li et al. Characteristics of Household Transmission of COVID-19.
Clinical Infectious Diseases, 04 2020. ciaa450.

[14] S. Liu, Q. Qu, and S. Wang. Heterogeneous anomaly detection in social
diffusion with discriminative feature discovery. Information Sciences,
439-440:1 – 18, 2018.

[15] P.A. Mackowiak and P.S. Sehdev. The Origin of Quarantine. Clinical
Infectious Diseases, 35(9):1071–1072, 11 2002.

[16] M. Salathé et al. Covid-19 epidemic in switzerland: on the importance
of testing, contact tracing and isolation. Swiss medical weekly, 150(11-
12):w20225–, March 2020.

[17] SocioPatterns. Deployment: Infectious SocioPatterns, available online
at http://www.sociopatterns.org/deployments/infectious-sociopatterns/.

[18] SocioPatterns. Infectious contact networks, available online at
http://www.sociopatterns.org/datasets/.

[19] H. Toivonen et al. Compression of weighted graphs. In Proceedings
of the 17th ACM SIGKDD international conference on Knowledge
discovery and data mining, pages 965–973, 2011.

[20] D. B. West. Introduction to Graph Theory. Prentice Hall, Upper Saddle
River, NJ 07458, 1996.

[21] A. Wilder-Smith and D.O. Freedman. Isolation, quarantine, social
distancing and community containment: pivotal role for old-style public
health measures in the novel coronavirus (2019-nCoV) outbreak. Journal
of Travel Medicine, 27(2), 02 2020. taaa020.

[22] E. Yashkina et al. Expressing trust with temporal frequency of user
interaction in online communities. In Advanced Information Networking
and Applications, pages 1133–1146, 2020.

[23] A.N. Zakirov and J.A. Brown. NSGA-II for biological graph compres-
sion. Advanced Studies in Biology, 9(1):1–7, 2017.


