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Abstract
Recognizing unfamiliar identities in naturalistic images is challenging (e.g., two images
of the same person are misperceived as belonging to different people). Face learning involves
increased tolerance of variability in appearance and improved discrimination. I examined how a
perceiver determines the range of inputs attributable to a newly learned identity, such that novel
images of that identity are recognized, yet similar identities are excluded. I propose that learning
a new face in the context of a similar identity facilitates learning via more precise representation.
In two experiments, participants learned three identities (two similar, NNs; one dissimilar, FN)
and were asked to recognize of two of those identities (one NN and FN). Performance did not
vary for the NNs and FNs. Thus, identity learning involves both increased tolerance of variability
and improved discrimination. We find no evidence that face learning is best accounted for by the
multi-dimensional face space model.
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Recognition and discrimination: Is there a role for context in face learning?
Modern society functions in a manner that is heavily reliant on government issued ID (e.g.,
passport, driver’s licence, health card). In October 2017 Canadian citizens made just under 2
million trips to the United States (Statistics Canada, 2017). In order to cross the border, an officer
must match the individual wishing to cross the border to their passport photo. Driver’s licences
are used to verify identity in a variety of situations, such as traffic violations and the purchasing
of controlled substances (e.g., cigarettes and alcohol). Even university-issued student cards are
used to verify student identities while they write exams. The wide-spread use of photographic ID
is likely the result of a common misconception that we are experts at recognizing faces. We are
experts at recognizing familiar faces, as we can easily recognize novel instances of (i.e., tell
together) familiar faces and discriminate them (i.e., tell apart) from similar looking individuals.
For unfamiliar faces, these tasks are much more difficult, as two images of the same person can
appear to belong to two different people and images of two different people can appear to belong
the same person. Given the importance of face recognition and the difficulties that are
experienced in the recognition and discrimination of unfamiliar faces, it is of vital importance to
understand the process by which a face transitions from unfamiliar to familiar.
Recognizing Familiar and Unfamiliar Faces
Decades of research investigating the differences between familiar and unfamiliar face
recognition have consistently shown a familiar face advantage in reaction time (RT; Young,
McWeeny, Hay & Ellis, 1986) and accuracy (Burton, Wilson, Cowan & Bruce, 1999). Additional
differences are also shown in the strategies (i.e., internal vs. external features; shape vs. texture)
that are adopted in order to recognize familiar and unfamiliar faces (Bonner, Burton & Bruce,
2003; Osborne & Stevenage, 2008; Itz, Schweinberger & Kaufmann, 2016). Familiar face
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recognition is so robust that even the smallest manipulation to a highly familiar face is detected
with ease (Ge, Luo, Nishimura & Lee, 2003); we are able to recognize familiar faces both
quickly and accurately even if the face is stretched (Hole, George, Eaves & Rasek, 2002) or
blurred (Sandford, Sarker & Bernier, 2017), and we can recognize familiar faces in exceedingly
poor conditions, such as those seen in CCTV footage (Bruce, Henderson, Newman & Burton,
2001).
This robust recognition of familiar faces is in direct contrast with unfamiliar face recognition.
Accuracy for unfamiliar faces declines as the result of any change in appearance (for a review
see Burton & Jenkins, 2011). For example, Bruce, Henderson, Greenwood, Hancock, Burton and
Miller (1999) asked participants to locate a new image (photographed on the same day) of a
target identity within a lineup. Accuracy declined when expression (neutral vs. smiling) or angle
(frontal vs. 30o) changed and there were significant increases in FA rates on target absent trials.
Surprisingly, passport officers who have an abundance of experience with face matching, are no
more accurate than university undergraduate students at matching unfamiliar faces (White,
Kemp, Jenkins, Matheson & Burton, 2014).
Jenkins, White, Van Montfort and Burton (2011) perfectly characterized these differences
between familiar and unfamiliar face recognition in their seminal study. Participants sorted a
deck of 40 face photographs (showing natural variability in appearance) so that each pile
contained only one identity. Unknown to the participants, the deck contained 20 images of two
people. When familiar, participants correctly sorted the photographs into two piles, confirming
that they perceived only two identities to be present. When unfamiliar, participants on average
created seven or eight piles, suggesting that they perceived there to be seven or eight different
identities present within the set of photographs. Jenkins et al. (2011) proposed that a true marker
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of familiarity was the ability to recognize an identity despite variability in appearance, and that
past research underestimated the challenge of recognizing unfamiliar faces as a result of using
highly controlled stimuli. Recognizing an unfamiliar individual despite variability in appearance
is an even greater challenge for adult’s recognition of other-race faces (Zhou & Mondloch, 2016;
Laurence, Zhou & Mondloch, 2016) and for children’s recognition of adult faces (Laurence &
Mondloch, 2016).
The divergent patterns in the recognition of familiar and unfamiliar faces are thought to
be the result of qualitative differences in their representations. The representation for familiar
faces is robust and abstract, allowing for accurate recognition that is impervious to changes in
appearance (Burton, 2013; for a review see Burton & Jenkins, 2011). The representation for
unfamiliar faces is image-dependent, making it difficult to determine which cues are facespecific (the consistent identity-specific aspects of a face) vs. image-specific (artifacts such as
camera, angle, lighting that influence the appearance of a face). Because the representation of
unfamiliar faces contains image-specific cues, it is difficult to extrapolate beyond what was
witnessed and to recognize an identity despite variability in appearance. In contrast familiar faces
have been encountered multiple times, which enables viewers to detect what information was the
result of an image artifact compared to what information was face-specific. The mechanism
behind this shift in performance from unfamiliar (an image-specific representation) to familiar (a
robust representation) face recognition is a topic of great intrigue. As such, several researchers
have sought to examine how a newly encountered face becomes familiar.
Face Learning
Exposure to variability in appearance facilitates subsequent recognition for novel instances of
the newly learned identity. Murphy, Ipser, Gaigg and Cook (2015) had participants learn eight
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new identities either by viewing 96 images of each identity (unique exemplar condition) or by
viewing 16 repeated exposures of six images for each identity (repeated presentation condition).
In an old-new recognition task (i.e., participants indicated if the image belonged to a learned/old
identity or a new/unlearned identity) containing novel images of the learned identities and
images of unlearned identities, participants in the unique exemplar condition outperformed
(percent correct) those in the repeated exemplar condition. Of particular interest to the current
study, this difference in accuracy was driven by an increase in the number of new images of the
learned identities that were recognized (hits), rather than a reduction in the number of images of
unlearned identities that were misidentified as belonging to a learned identity (false alarms; FAs).
Ritchie and Burton (2017) also found that exposure to variability in appearance facilitated
subsequent recognition of the learned identity. Participants learned 20 identities by viewing 10
images of each identity. The images were either taken on the same day (low variability
condition) or taken across multiple days (high variability condition). Participants in the high
variability condition outperformed those in the low variability condition in both a speeded name
verification and face matching task. Just as in Murphy et al. (2015), learning was reflected in an
increased ability to recognize new instances rather than increased ability to discriminate, as the
performance benefits that resulted from exposure to variability in appearance were only seen in
the match trials (i.e., when both images presented belonged to the same identity). Thus, when
exposure to variability in appearance facilitates greater accuracy in face recognition, it is
predominantly driven by an increase in hits (a measure that likely reflects greater tolerance to
within-person variability in appearance), rather than a reduction in FAs (a measure that likely
reflects greater discrimination of between-identity variability). This effect has also been shown
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for children (Baker, Laurence & Mondloch, 2017) and other-race faces (Zhou, Matthews, Baker
& Mondloch, In Press).
Recently, Andrews, Jenkins, Cursiter and Burton (2015) showed that Jenkins et al.’s (2011)
sorting task functions as an incidental face learning paradigm when participants are told that
there were two identities in the pile. Participants either freely sorted the photos (free-sort), sorted
the images into two piles (two-ID sort), or did not sort the images (no-sort). Participants then
performed a surprise same-different face-matching task, which included novel images of the
learned identities intermixed with unfamiliar identities. Compared to the no-sort condition,
participants in the two-ID sort condition were more accurate on the face matching task; whereas,
participants in the free-sort condition performed equivalently to the no-sort condition. By
informing participants of the number of identities within the stack of photos, and thus restricting
the number of identities that participants perceived, the sorting task functioned as an incidental
learning paradigm by exposing participants to variability in appearance (Andrews et al., 2015).
Exposure to variability in appearance has not only been found to be beneficial in recognition
tasks, but also improves performance on perceptual matching tasks. Dowsett, Sandford and
Burton (2015) presented participants with a lineup of 30 face photographs, each displaying a
different male identity. After presenting participants one novel image of a target identity,
participants were asked to locate a novel image of the target within the lineup and then the lineup
was then shuffled. The participants were asked to identify the target within the lineup five more
times, each after being presented with a new image of the target. Participants’ ability to detect the
target from the lineup increased as images were added, with no transfer of learning across
identities. This benefit has also been observed for other-race faces (Matthews & Mondloch,
2018).
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Although exposure to within-person variability in appearance improves recognition of
novel images of the identities (i.e., hits), it might have less impact on between-identity
discrimination (i.e., the ability to tell identities apart); in an old-new recognition paradigm
improved between-identity discrimination could be reflected by a reduction in FAs. For example,
Ritchie and Burton (2017) noted that exposure to variability in appearance did not benefit
performance on mismatched trials (i.e., when two images of different identities were presented; a
trial type in which FAs would appear)1. Both White, Burton, Jenkins and Kemp (2014) 2 and
Menon, White and Kemp (2015)3 also found that exposure to variability in appearance did not
influence mismatch trial accuracy, which remained at approximately 75-80%. Recently,
Matthews and Mondloch (2018) found that exposure to variability was detrimental on trials in
which the target was absent; false alarms increased as additional images of the target were
presented. Although previous studies have shown that exposure to variability in appearance
influences participants’ accuracy, primarily by increasing acceptance of novel images of the
target, the ability to discriminate between similar looking identities is either unaffected (no
influence) or hindered (i.e., associated with an increased FA rate) by exposure to variability in
appearance. Logically, increased familiarity should not result in a blind acceptance of any
variability in appearance, as this could result in errors, thus one also has to become more precise
in their recognition. In order to truly understand face recognition, we must examine both the
ability to recognize a learned identity despite variability in appearance and the ability to
discriminate a learned identity from similar looking individuals. My thesis aims to address this

1

Accuracy on mismatched trials remained close to 80% across variability conditions.
Out of 80 potential mismatch trials, 75% correct would result in a total of 20 FAs evenly spread across
conditions.
3
Out of 25 mismatch trials per block, 80% correct results in approximately 10 FAs per block.
2
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question. Before doing so, I will set this question in the context of two influential models of face
recognition.
Models of Face Recognition
Bruce and Young’s Model of Face Recognition. The Bruce and Young (1986) model
proposed that while perceiving faces, we encode pictorial (i.e., the information from an image
itself) and structural (i.e., abstract representation of the structure of the face) information.
Accurate recognition of a familiar identity results from a match between the current perceptual
(pictorial and structural) input and the stored structural information of that identity within a face
recognition unit (FRU). Pictorial codes are often of little use for recognizing an individual
despite variability in appearance; however, structural codes allow for such recognition and as a
result can trigger person-specific information (e.g., name, voice) that is maintained in person
identity nodes. This communication is bi-directional, as person identity nodes can also be used to
prime face recognition units. Twenty-five years later, Young and Bruce (2011) wrote a review in
which they elegantly summarized findings that supported and did not support the theory. They
also proposed that further research needs to be conducted to understand the transition from image
specific to robust representations. My thesis will contribute to the Bruce and Young (1986)
model by examining the precise range of perceptual inputs required to activate the FRU for a
given identity, rather than the FRU of a similar looking identity.
Multidimensional Face Space. In response to Bruce and Young’s (1986) model,
Valentine (1991) developed the multidimensional face space model to better account for
discriminating both familiar and unfamiliar faces. Multidimensional face space is a conceptual
framework in which each face is stored and represented in a location that is based on where the
face falls along the numerous dimensions by which we discriminate faces. Faces are assumed to
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be normally distributed along each dimension, with an average face residing in the center. A
face’s location in face space is based upon how (e.g., larger/smaller eyes) and how much (e.g., a
bit smaller vs. a lot smaller) the face differs from the average in each dimension, with similar
looking faces located in closer proximity to each other. However, both the number and exact
nature of these dimensions remain unspecified. Although this model has been critiqued (Burton
& Vokey, 1998), it has received support from a wide range of studies and explains a vast amount
of phenomenon (Valentine, Lewis & Hills, 2016). Since its original debut, the multidimensional
face space model has since been adapted to include an attractor field, thought to account for the
level of variability in appearance that we can tolerate for each familiar identity (Tanaka, Giles,
Kremen & Simon, 1998; Tanaka & Corneille, 2007). The size of an attractor field is constrained
by the proximity to a face’s nearest neighbor in face space; more atypical faces are proposed to
have a larger attractor field than typical faces because atypical faces reside in a less densely
populated region of face space and thus have fewer near neighbors (Tanaka et al., 1998; Tanaka
and Corneille, 2007). Although larger attractor fields allow for greater tolerance of within-person
variability in appearance, they must also be precise. Misidentifications of an identity might occur
if an attractor field grows too large—thus, reducing precision. My thesis will contribute to the
multidimensional face space model by investigating if a near-neighbour can constrain the range
of inputs that are accepted as belonging to an identity.
The Current Study
Accurate recognition of novel instances of an identity is facilitated by exposure to
variability in appearance (e.g., Andrews et al., 2015; Baker et al., 2017; Dowsett et al., 2015;
Menon et al., 2015; Ritchie & Burton, 2017; White et al., 2014). Conceptually, as tolerance to
variability in appearance for an identity increases, the attractor field representing that identity
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also grows. The mechanism that constrains the range of inputs (e.g., images, instances)
attributable to a newly learned identity remains unclear. In other words, we do not know what
makes recognition more precise as tolerance of variability increases (i.e., in that instances of
similar identities are not perceived as belonging to the newly learned identity). To date, no
studies have explored the combined training effects of face recognition and between-identity
discrimination. This is the first study to examine if learning an identity in the context of a
similar-looking identity provides greater benefit to ones’ overall precision, such that any
improvement in sensitivity (d′) is driven by a reduction in inaccurate categorizations of the
distractor identity as belonging to the target.
To examine these processes, participants learned three new identities in the context of a
sorting task. Two identities (Near Neighbours, NN) were similar in appearance and one identity
was dissimilar to the other two (Far Neighbour, FN). Participants were told that they would be
shown several images of three identities and were asked to sort the images into three piles based
on identity. Being exposed to variability in appearance (via a sorting task) should facilitate
recognition of novel instances of the identity; conceptually, this would result in a larger attractor
field. Inclusion of a NN might allow for a more precise representation of the identity by refining
the instances that a participant is willing to accept as the target identity (reflected by a decrease
FAs). Conceptually learning a target identity in the context of a similar looking identity might
constrain the growth of the attractor field, leading to a more precise representation. After
completing the sorting task, participants’ ability to recognize two of the learned identities (one
NN and the FN) was examined. In the recognition task novel images of the NN target and the FN
target were intermixed with images of similar-looking distractors. Based on Tanaka et al.’s
(2007) attractor field model (i.e., each identity is represented by an attractor field, the size of
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which is constrained by its nearest neighbor), I hypothesized that learning a new face in the
context of a similar identity would facilitate learning via a more precise representation.
Specifically, I predicted that this context would improve sensitivity (d′) for the NN target via a
reduction in the number FAs, a measure that is especially sensitive to between-identity
discrimination. Prior to conducting the main experiments (Experiment 2a and Experiment 2b), I
conducted two pilot experiments (Experiment 1a and Experiment 1b) to validate the stimuli.
Experiment 1a
The aim of the current study was to determine if I had two distinct groupings of identities
after gathering 30 images of eight identities; where the identities within group A were similar to
each other (i.e., near neighbours in multidimensional space), but dissimilar to (i.e., far
neighbours of) the identities within group B, and vice versa. To validate the stimuli, I conducted
two pilot studies. In Experiment 1a participants viewed pairs of images. Each pair comprised
images of the same identity, images of identities that belonged to the same group (Group A or
Group B), or images of identities from both groups (i.e., an image of an identity from Group A
and an image of an identity from Group B). After viewing each image pair, participants rated
their similarity. I predicted that the identities from the same grouping (NNs) would be rated as
more similar than identities from different groups (FNs).
Methods
Participants
Twenty-two Caucasian Brock University students (all female; Mage=19.68, SDage=1.84)
participated in Experiment 1a. One additional participant was excluded from final analyses as
they only completed a subset of the trials. Participants in this and all subsequent experiments
were unfamiliar with the identities used, gave informed consent prior to participation, were
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debriefed after task completion, and compensated for their time with five dollars (Canadian) or
psychology course participation.
Materials
Thirty images of eight European and Australian celebrities (Louise Thompson, Janina
Uhse, Lucy Watson, Erin Mcnaught, Hanna Verboom, Gigi Ravelli, Nora Amezeder and Chantal
Janzen) were gathered via a google search. All photographs were colour images and had a
roughly frontal view of the model’s face. Each image was edited in Photoshop to be 50 mm by
70 mm in size (as in Jenkins et al., 2011). The images comprised naturalistic photographs taken
on different days and different occasions; hairstyle, make-up, expressions, camera, and lighting
all varied. This pilot study was designed to verify that the eight celebrities were separable into
two groups of four identities based on similarity such that the individuals in each group were
similar to each other but dissimilar from all individuals in the other group. The program was
created using PsychoPy version 1.84.2 (Peirce, 2007) and was run on a Macintosh MacBook Pro;
all images (4.5x 5.5 cm) were presented on a LG monitor (21 x 12 in) and participants were
seated approximately 55 cm away from the monitor.
Questionnaire. Following the ratings task, participants completed a familiarity
questionnaire in which they were indicated if they had been familiar with any of the identities
prior to the start of the experiment. If the participant indicated yes, the next question asked them
to provide specific details about the individual that they recognized (i.e., name of the identity) or
specific information regarding how they were familiar with the identity (i.e., saw them in a Harry
Potter movie; taught the participant how to dance).
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Procedure
As shown in Figure 1, participants performed a computerized rating task in which two
images were simultaneously presented on the screen. Participants were asked to rate the level of
similarity on a scale from one (not similar) to seven (very similar). Similarity was defined to
participants as “they could potentially think of the two images as belonging to the same
individual”. The images and scale remained on screen until a response key was pressed. There
were three trial types: Same-identity trials (Same ID pairs), near neighbor trials (NN pairs) and
far neighbor trials (FN pairs). Each participant completed 256 trials. The image pair shown on
each trial was randomly determined with the constraint that there could be no more than 33 Same
ID pairs overall, no fewer than 84 NN trials and no fewer than 115 FN trials.
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Figure 1. Depiction of trials in Experiment 1a.

Figure 1. Figure 1 is a depiction of three trials (from left to right: Same ID, NN and FN trial)
presented in the similarity rating task (Experiment 1a). Copyright restrictions prevent publication
of the actual images used, three models agreed to have their images used in publication.
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Results and Discussion
A repeated-measures ANOVA revealed a significant effect of trial type, F (2,42) =
203.93, p < 0.001, h2 = 0.91; Helmert orthogonal contrasts revealed that Same ID pairs were
rated as more similar (M = 5.51, range = 4.90-5.96) than both FN (M = 2.11, range = 1.95-2.37)
and NN (M = 3.88, range = 2.25-4.37) pairs, p < 0.001. NN pairs were rated more similar than
FN pairs, p < 0.001. This pattern was consistent across each of the eight target identities. These
results suggest that I have two distinct groups of identities (Group A and Group B), such that
identities within each group are similar to each other, but dissimilar to the identities from the
other group. Having confirmed these groupings, I conducted a second pilot experiment
(Experiment 1b) to examine the frequency of misidentification errors (i.e., mistaking one identity
for being another) when the two identities were near- vs. far- neighbours. I predicted that
misidentifications would be more frequent for similar identities and less frequent for dissimilar
identities.
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Figure 2. Mean similarity ratings for each trial type.

Figure 2. Figure 2 is a depiction of the mean similarity rating (collapsed across identity) for each
trial type.

CONTEXT IN FACE LEARNING

16

Experiment 1b
Methods
Participants
Twenty-three Caucasian Brock University students participated in Experiment 1b (n = 1
male; mage = 19.40, SDage = 1.64). An additional 10 participants were removed because they did
not complete the questionnaire (n = 2), misidentified one of the three identities as someone they
knew (n = 6), or were outliers (n = 2)4.
Procedure
The images from Experiment 1a were printed in colour (50 mm by 70 mm in size) on
white card stock. Participants were randomly assigned to sort images of three identities (two
were NNs and one was a FN) from Experiment 1a. Identities were counter-balanced such that
each identity was a NN and a FN an equal number of times. After obtaining informed consent,
participants were given a stack of 45 face photographs and were asked to sort the photographs
based on identity. Although participants were informed that the stack of photos contained three
identities, they were not informed that each identity was represented by 15 images. Participants
were told that they could take as much or little time as needed to sort the photos. After
completing the sorting task, participants completed the familiarity questionnaire used in
Experiment 1a. The researcher then took a picture of the final sorting product (via an Eos Rebel
T3i Canon Digital SLR) to record participant performance.

4

One participant made a total of 22 intrusion errors (defined as including an image of an identity within a
pile containing predominantly images of another identity) and the other participant combined the two NN
piles and then split the FN pile in two.
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Results and Discussion
Each pile primarily contained images of one identity. Occasionally, an image of another
identity was included within these piles. Images of an identity that were included within a pile
primarily containing another identity were considered to be intrusion errors. Perfect accuracy
would be reflected in 45 correct identifications, where 15 images were correctly sorted for each
of the three identities. On average, participants made 4.83 intrusion errors. As predicted, Figure 3
shows that more errors occurred between NNs (M = 3.74, SD = 3.99) than FNs (M = 0.35, SD =
0.57). A paired-samples t-test revealed that this difference was significant, t (22) = 4.06, p =
0.001, d = 0.85. Notably, 91% of the total number of intrusion errors occurred between NNs.
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Figure 3. Mean number of intrusion errors across identity type.

Figure 3. Figure 3 is a depiction of the mean number of intrusion errors for each
misidentification type (misidentifications between dissimilar identities vs. misidentifications
between similar identities) in the sorting task (Experiment 1b).

18
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These results confirmed that misidentification errors occurred more frequently between
similar looking identities than dissimilar looking identities. Collectively, the results from both
pilot studies (Experiment 1a and Experiment 1b) validated my stimuli. The identities within each
group (Group A: Louise Thompson, Janina Uhse, Lucy Watson and Erin Mcnaught; Group B:
Hanna Verboom, Gigi Ravelli, Nora Amezeder and Chantal Janzen) are similar to each other but
dissimilar to identities from the other group. Conceptually, faces within each group are clustered
together in face space while being further from the cluster of identities from the other group.
Experiment 2a
In Experiment 2, I investigated how a newly encountered face becomes familiar, such
that a perceiver accepts novel instances of the newly learned individual but does not accept
images of a similar looking distractor. I examined if learning an identity in the context of a
similar looking identity promotes a more refined representation by increasing tolerance to
within-person variability in appearance and promoting accurate between-identity discrimination.
In Experiment 2a participants learned three new identities in an incidental learning task. Two
identities were NNs (e.g., from Group A) and the third was a FN (e.g., from Group B).
Participants were shown one image at a time and asked to decide to which of the three identities
it belonged. After participants made their response, the image was always put into the correct
pile. Participants both have to attend to the similarities across images within each identity, but
they also have to detect the differences between the identities—a task that would be more
difficult between NNs than FNs. Having to detect the similarities across images and differences
between the identities might promote a more precise representation for the NN. Recognition of
two (one NN and the FN) of the identities was then examined in a test phase, wherein
participants were asked to recognize novel images of the targets when intermixed with similar
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looking distractors. If the range of variability in appearance tolerated for each identity is
constrained by NNs then the amount of variability in appearance tolerated should be greater for
FN than NN. Thus, I predicted that participants would show greater accuracy, as reflected by
increased sensitivity (d′) for the NN compared to the FN, and that the difference in sensitivity
would be driven primarily by a reduction in FAs. Such a result would provide evidence that
learning an identity in the context of a similar looking identity constrains the range of inputs that
an individual deems attributable to a newly learned identity.
Methods
Participants
Forty Caucasian Brock University students participated in Experiment 2a (n = 4 male;
mage = 19.78, SDage = 2.96)5. An additional 11 participants were excluded from the analyses
because they failed control trials (n= 4; see materials)6 or because of experimenter error (n = 7).
Stimuli
The same stimuli and a computerized version of the familiarity questionnaire that were
used in Experiment 1a and 1b were used in Experiment 2a. This experiment was programmed
using PsychoPy version 1.84.2 (Peirce, 2007) on a Macintosh MacBook Pro; all images (sorting
and anchor images: 4 x 5 cm; test phase images: 5 x 6.5 cm) were presented on a LG monitor (21
x 12 in) and participants were seated approximately 55 cm away from the monitor.
Procedure
Participants performed three tasks: a sorting task (i.e., learning phase), a recognition task
(i.e., test phase) and the familiarity questionnaire. The identities presented in the learning and test

5

Six participants indicated that they recognized one of the identities but were unable to provide any
identifying information (e.g., name, occupation) and thus were treated as unfamiliar.
6
Two of the participants failed criteria for the NN and two failed criteria from the FN.
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phase were randomly assigned prior to the start of the task. All images in the sorting and
recognition task were randomly selected.
Sorting Task. Participants were randomly assigned to learn three identities, two of which
(NN target and NN non-target) were from the same grouping (e.g., Group A) and one of which
(FN) was from the other group (e.g., Group B). Participants were familiarized with the identities
in a computerized sorting task (adapted from Andrews et al., 2015) in which they sorted 45
images based on identity; each identity was represented by 15 images that captured natural
variability in appearance. Prior to beginning the task, participants were informed that both their
accuracy and RT would be recorded. As seen in Figure 4A, the sorting task began with three
images (corresponding to each “to be learned” identity) at the top of the screen; each image was
paired with a name (Jenna, Suzy and Fiona) and the corresponding response key (‘j’, spacebar
and ‘f’). This created three sections on the screen, such that each section was representative of
one to-be-learned identity. On each trial, an image that was to be sorted was presented in the
bottom-center of the screen for 15s. During this time, participants could deliberate as to which of
the three identities they believed the image corresponded. After 15s, a cue (red frame) appeared
around the image indicating that participants had 5s to make their response. During this time,
participants finalized their decision and pressed the corresponding key. The image then appeared
in the correct location (regardless of the participant’s response) where it remained for the
remainder of the sorting task. Participants were also encouraged to examine the photos that they
had already sorted prior to making a response for the current image that they were sorting.
Recognition Task. Prior to beginning the recognition task, participants were allowed a
brief study period (60s). During this time the images of the NN non-target were removed from
the screen, leaving only the images of the NN target and FN.
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Following the study period, participants’ recognition of the NN target and FN was tested
in a three-alternative forced choice task. Participants were asked to recognize novel images of
the NN target and FN when intermixed with unlearned similar looking distractors from each of
the corresponding groups (e.g., if the NN target was from Group A, the NN distractor was
selected from the remaining identities within Group A). Seventy images were presented during
the recognition task. Thirty of these were new images of the learned identities (15 per identity)
and 30 were images of similar distractor identities (15 per identity). The remaining images (N =
10) were control stimuli and comprised images that were previously seen in the sorting task (5
images per target identity); the control images and were used as attention checks in order to
ensure that participants were attentive during the learning phase and were equally attentive to the
NN and FN. As seen in Figure 4B, images in the test phase were presented sequentially in the
center of the screen. The participants’ task was to indicate if the image presented was of either of
the two learned identities (i.e., Jenna or Fiona; corresponding to the ‘j’ and ‘f’ response keys) or
neither (corresponding to a press of the ‘space bar’ response key). Following a key press, the
image in the center of the screen was replaced by a new image. Although the main dependent
variable of interest was accuracy, participants’ RT was also recorded to investigate if there was a
speed-accuracy trade off; therefore prior to starting the task, the participants were asked to
perform the task as quickly and as accurately as possible.
Questionnaire. Following the recognition task, participants completed a computerized
version of the familiarity questionnaire used in Experiment 1a and 1b, with the addition of one
item that enquired if participants had ever been diagnosed with congenital or acquired
prosopagnosia.
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Figure 4. Depiction of the learning phase (A) and test phase (B) in Experiment 2a.

Figure 4. Figure 4A depicts multiple trials in the training (i.e., sorting) task.
The trials shown are as follows: Fiona, Jenna. Figure 4B is an example of several trials in the test
phase. The trials shown are as follows: NN, NN distractor, FN, FN distractor. Copyright
restrictions prevent publication of the actual images used, three models agreed to have their
images used in publication.
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Results and Discussion
Sorting Task Performance
A repeated-measures one-way ANOVA was conducted to examine if performance (i.e.,
number of images correctly identified) during the sorting task differed across identity types (NN
target, NN non-target, and FN). Mauchly’s test of sphericity was violated, p = 0.04. Therefore,
Greenhouse-Geisser corrections are reported. Overall, the majority of images were sorted
accurately. However, the number of correctly identified images in the familiarization task
differed as a function of similarity, F(1.73, 67.56) = 9.24, p = 0.001, h2 = 0.19. Bonferroni posthoc analyses revealed that participants were more accurate for the FN target (M =14.33, SD
=1.07) than the NNs, ps = 0.001. Performance did not differ for the NNs (MNNtarget = 12.90, SD =
2.21; MNNnon-target = 12.55, SD = 2.80), p = 1.00. As in Experiment 1b, participants were more
likely to make misidentification errors between NNs (75.38 %) than FNs (24.62 %).
Recognition Task Performance
The vast majority of participants (30 of 40 participants) recognized all control images (5 per
learned identity). Four participants recognized four of the five attention check images of the NN,
four participants recognized four of the five attention check images of the FN, and two
participants only recognized four attention check images of both the NN and FN. These results
suggest that participants were attentive to both identities during the learning phase.
All subsequent analyses were based only on the 60 test stimuli (control stimuli merely served
as exclusion criteria). A hit was defined as accurately identifying a new image of a target model
(i.e., indicating that a novel image of the NN target belonged to the NN target, or indicating that
a novel image of the FN target as belonging to the FN target). Given that, misidentifications
between dissimilar identities were rare (Experiment 1b), a FA was defined as identifying an
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image of a similar distractor as an image of the corresponding target model. Misidentifications
between distractors (e.g., NN distractor) and the opposing target (e.g., FN target) as well as
misidentifications between the two targets were rare (0.64% and 3.82%, respectively) and were
excluded from the final analyses. Perfect performance for a learned identity would be reflected in
a total of 15 hits, zero FAs and a d′ score of 3.67. Absolutely no bias in participant responses
would be reflected by a criterion (c) score of 0.
As shown in Figure 5, performance in the recognition task did not differ between the NNs
and FNs. Paired-samples t-tests were used to examine differences in performance for the nearvs. far- neighbors. Overall, sensitivity (d′) for NNs (M = 2.65, SD = 0.78) and FNs (M = 2.51, SD
= 0.96) did not differ, t(39) = 0.78, p = 0.44. Moreover, neither hits (Mnear = 13.25, SD = 1.93;
Mfar = 13.23, SD = 1.91), nor FAs (Mnear = 1.48, SD = 1.99; Mfar = 2.28, SD = 3.63) differed for
near- and far –neighbors, ps > 0.15. Similarly, criterion (Mnear = 0.04, SD = 0.36; Mfar= - 0.04,
SD = 0.53) did not differ between near- and far-neighbors, t(39) = 1.21, p = 0.24.
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Figure 5 Test phase performance (d′, c, hits and FAs) in Experiment 2b.

Figure 5. Figure 5 depicts test phase performance in the by identity type following learning three
identities with 15 images each. Panel A represents performance in sensitivity (d′), Panel B
depicts criterion (c), Panel C represents the mean number of FAs made by participants, and Panel
D represents the mean number of hits made by participants. Error bars are representative of 95%
confidence intervals, corrected for within-subject error.
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Pearson r correlations were performed to determine if there was a relationship between
participants’ performance during the sorting task (using a standardized measure of images
correctly identified) and performance during the recognition task (d′NN, hitsNN, FANN, d′FN, hitsFN
and FAFN). Participants’ correct identifications during the sorting task were negatively related to
FAs for the NN during the test phase (r = -0.34, p = 0.03) and marginally related to d′ for NNs (r
= 0.30, p = 0.06); however, no other measures of performance during the test-phase related to
correct identifications, all ps > 0.28.
Recognition Task RT. To examine if there was a speed-accuracy trade off, I examined
participants’ RTs for correct trials (Hits and Correct Rejections) using two paired samples t-tests.
Overall, RTs did not significantly differ between NNs and FNs for hits (Mnear=1.62s, SD=0.67;
Mfar = 1.70s, SD = 0.83; p = 0.42) or correct rejections (Mnear = 1.47s, SD = 0.59; Mfar = 1.46s, SD
= 0.73), p = 0.88.
There was no evidence that learning a face in the context of a NN was able to refine the
representation of the newly learned identity. However, test phase performance was at or near
ceiling, participants were including approximately 13 of the 15 images of the NN and FN targets
and were only including one to three images of the distractor identities. This ceiling effect
suggests that our training might have allowed participants to build a robust representation for
both identities. Previous studies have shown that exposure to 6 to 20 (or more) images of a face
facilitates greater accuracy with which new images of that identity are recognized (Dowsett et
al., 2015; Matthews & Mondloch, 2018; Ritchie & Burton, 2017; Andrews et al., 2015). Thus,
perhaps the representation that participants built for the learned identities (via exposure to
variability in appearance) was adequate enough to have been uninfluenced by the context of a
similar looking identity (i.e., I might have been testing participants after their attractor fields had
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grown and adjusted appropriately, an idea that was proposed by Laurence et al., 2016). It is
possible that earlier in the learning process one’s mental representation is less refined, and during
these early stages the NN might play a central role. This possibility was examined in Experiment
2b.
Experiment 2b
As participants in Experiment 2a were at or near ceiling, in Experiment 2b I sought to
catch participants at an earlier stage in the learning process by including fewer training images
(i.e., presenting only 5 images of each identity during the learning phase) in the incidental
learning task. It is hypothesized that constraining the number of images to which participants are
exposed will result in the representations of the newly learned identities being less refined.
Under this condition the NN might play a greater role in reducing the number of
misidentifications, reflected by the number of FAs. As in Experiment 2a, I predicted that
participants would show greater accuracy, as reflected by increased sensitivity (d′), for the NN
compared to the FN, and that the difference in sensitivity would be driven primarily by a
reduction in FAs.
Methods
Participants
Forty-four Caucasian Brock University students participated in Experiment 2b7 (n = 6 male;
mage= 19.43, SDage= 1.87). An additional seven participants were excluded from the analyses due
to failing criteria (n = 6; see materials section in Experiment 2a)8, or researcher error (n = 1).

7

One participant indicated that they were familiar with one of the identities however was unable to
provide any identifiable information (e.g., name, location), thus was treated as unfamiliar.
8
Four participants failed criteria for the NN and two participants failed criteria for the FN.
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Materials
Experiment 2b used the exact same stimuli as in Experiment 2a.
Procedure
Participants were tested using the procedure from Experiment 2a with one exception,
participants were exposed to a total of 15 images during the sorting task, wherein each of the
three training identities was represented by five images.
Results and Discussion
Preliminary Analyses
To determine if I had indeed tested participants at an earlier stage of face learning than in
Experiment 2a, I collapsed across the NN and FN to create an overall mean value for d′, hits, FAs
and c during the recognition task. As shown in Figure 6, participants showed greater sensitivity
(d′) in the 15-image condition (M = 2.58, SD = 0.67) than the 5-image condition (M = 1.99, SD =
0.87), t(82) = 3.44, p = 0.001. This difference in sensitivity was driven by a reduction in hits in
the 5-image condition, t(73.68) = 3.87, p < 0.001, but not an increase in FAs, t(82) = 1.12, p =
0.27. This replicates previous findings that variability in appearance facilitates face learning
(e.g., Dowsett et al., 2015; Baker et al., 2016) and provides evidence that the 5-image condition
catches participants at an earlier stage in face learning. Thus, I might be more likely to find a
difference in performance following learning an identity in the context of a similar looking
identity. Finally, participants were no more conservative in their judgements on identity (c) in
Experiment 2a (M15image= 0.001, SD = 0.39) than Experiment 2b (M5image = 0.14, SD = 0.46), p =
0.15.
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Figure 6. Test phase performance (d′, c, hits and FAs) in Experiment 2a compared to 2b.

Figure 6. Figure 6 is a depiction average performance in the test phase (across identity type) by
condition (5- vs. 15- image training). Panel A represents performance in sensitivity (d′), Panel B
depicts criterion (c), Panel C represents the mean number of FAs made by participants, and Panel
D represents the mean number of hits made by participants. Error bars are representative of 95%
confidence intervals.
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Sorting Task Performance
A repeated-measures one-way ANOVA was conducted to examine if performance during
the sorting task differed across identity. As in Experiment 1a and 2a, the majority of images were
sorted accurately. However, the number of correctly identified images in the familiarization task
differed as a function of similarity, F (2, 86) = 7.04, p < 0.001, h2 = 0.14. Bonferroni post-hoc
analyses revealed that participants were more accurate for the FN target (M = 4.64, SD = 0.69)
than the NNs (MNNtarget = 4.14, SD = 1.03; MNNnon-target = 3.98, SD = 1.02), ps < 0.04.
Performance did not differ for the NNs, p = 1.00. Misidentifications occurred more frequently
between NNs (67.06 %) than FNs (32.94%).
Recognition Task Performance
The vast majority of participants (32 of 44 participants) recognized all control images (5
per learned identity); nine participants recognized four of the five attention check images of the
NN and four participants recognized four of the five attention check images of the FN. These
results suggest that participants were attentive to both identities during the learning phase. As in
Experiment 2a, distractors were rarely identified as the opposing target (1.32% of the total FAs
(n = 227) and misidentifications between the two targets rarely happened (0.88% of the total
FAs), these were excluded from final analyses. As shown in Figure 7, after learning five images
of three identities, sensitivity (d′) for NNs (M = 2.14, SD = 1.20) and FNs (M = 1.84, SD = 1.04)
did not differ, t (43) = 1.61, p = 0.16. Moreover, neither hits (Mnear = 11.66, SD = 2.89; Mfar =
11.34, SD = 2.85), nor FAs (Mnear = 2.07, SD = 3.00; Mfar = 2.98, SD = 3.77) differed for near vs.
far neighbors, ps > 0.11. Similarly, criterion (Mnear = 0.17, SD = 0.44; Mfar = 0.10, SD = 0.61) did
not differ between near vs. far neighbors, t (43) = 0.89, p = 0.38.
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Figure 7. Test phase performance (d′, c, hits and FAs) in Experiment 2b.

Figure 7. Figure 7 is a depiction performance in the test phase by identity type following
learning three identities with 5 images each. Panel A represents performance in d′, Panel B
depicts criterion (c), Panel C represents the mean number of FAs made by participants, and Panel
D represents the mean number of hits made by participants. Error bars are representative of 95%
confidence intervals that have been corrected for within-subject error.
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As in Experiment 2a, I examined the relationships between sorting performance (i.e.,
standardized measure of images correctly identified) and performance during the recognition
task (d′NN, hitsNN, FANN, d′FN, hitsFN and FAFN). None of the measures of test performance (Hits,
d′, FA for the near- and far- neighbors) were related to sorting performance, all ps > 0.17.
Recognition Task RT. As in Experiment 2a, paired samples t-tests were used to compare
participants RTs for accurate trials (Hits and Correct Rejections) to determine if there was a
speed-accuracy trade off. Overall, RTs did not significantly differ between NNs and FNs for hits
(Mnear = 1.95s, SD = 1.26; Mfar = 1.82s, SD = 1.03) or correct rejections (Mnear = 1.95s, SD = 1.47;
Mfar = 1.99s, SD = 1.11), ps > 0.44.
As in Experiment 2a, accurate performance in the sorting task and the benefits gained for
learning the identities replicated the findings reported by Andrews et al. (2015). Higher hit-rates
drove the difference in test phase accuracy between Experiment 2a (15-image sorting) and 2b (5image sorting), which is consistent with previous reports that exposure to within-person
variability improves subsequent recognition of that identity (e.g., Baker et al., 2017; Dowsett et
al., 2015; Matthews & Mondloch, 2018; Zhou et al., submitted). Despite this, there is still no
evidence that the level of between-identity variability that was accepted by participants was
impacted by between-identity similarity during the learning phase. Participants did not make
more hits or more FAs for the FN compared to the NN. The implications of this finding for the
current models of face recognition are considered in the General Discussion.
General Discussion
Jenkins et al. (2011) argued that the marker of true familiarity with an identity is the
ability to recognize it despite variability in appearance. Exposure to variability in appearance has
been shown to facilitate accurate recognition of novel instances of a newly learned identity (e.g.,
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Andrews et al., 2015; Baker et al., 2017; Dowsett et al., 2015; Murphy et al., 2015; Ritchie &
Burton, 2017). Nonetheless, the mechanism underlying accurate between-identity discrimination
remains unclear. According to Tanaka’s adaptation of the multidimensional face space model, the
size of an attractor field (i.e., the region in face space surrounding the prototype of a face) is
constrained by the location of the nearest neighbor(s) in face space. It was since suggested that
the process of learning a new identity could be conceptualized as an attractor field growing—and
thus, encompassing the way in which that face varies (Laurence et al., 2016). The current study
extends the growing literature on understanding the mechanism by which a newly encountered
face becomes familiar. Specifically, the current study was the first to investigate how an
individual constrains the inputs that they deem attributable to a newly learned identity, such that
only novel instances of the newly learned identity are included in the learner’s representation, but
instances of a similar looking identity are not.
To investigate this question, I first validated my stimuli (Experiment 1a and 1b), and then
conducted two experiments (Experiment 2a and 2b) in which participants learned three new
identities and were subsequently tested on their recognition of two of the identities (one NN and
the FN). I hypothesized that viewing multiple images of a newly learned identity would increase
participants’ ability to recognize new images of that identity and that learning a new face in the
context of a similar identity would facilitate learning via building a more precise representation.
Specifically, I predicted that this context would promote greater sensitivity (d′), which would be
driven primarily by a reduction in the number of FAs.
My first hypothesis was supported. Consistent with past studies, viewing multiple images
of a previously unfamiliar identity increased recognition of new instances. Just as several studies
have shown that exposure to variability in appearance facilitates face learning (e.g., Baker et al.,
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2017; Dowsett et al., 2015; White et al., 2014), I found greater accuracy following learning an
identity with 15 images (Experiment 2a) relative to five images (Experiment 2b). This benefit of
exposure to within-person variability in appearance was predominantly driven by an increase in
hits, also consistent with past research (e.g., Menon et al., 2015; Murphy et al., 2015; Ritchie &
Burton, 2017; White et al., 2014; Zhou et al., submitted). I also replicated previous evidence that
the sorting task functions as an adequate training protocol when we constrain the number of
identities participants perceive within the set of photos (Andrews et al., 2015; Andrews, Burton,
Schweinberger & Wiese, 2017).
However, I did not find any evidence that learning an identity in the context of a similar
looking identity constrains the level of between-identity variability that we accept for an identity.
Regardless of whether participants learned the identities with 15 or five images, there was no
difference in FA rates for near vs. far neighbours. Although FA rates are influenced by decisionmaking criteria (reflected by an increase/decrease in both hits and FAs), FAs reflect participants’
willingness to accept an image of a distractor as belonging to the target identity. Thus, my
finding that FA rates did not differ for the near vs. far neighbours suggests that despite learning
the NN in the context of a similar looking identity, participants were no more willing to accept
the images of the distractor for the FN than they were for the NN. One possible explanation for
this null finding is that my hypothesis was correct but that my experimental design was unable to
capture the effect. Alternatively, my hypothesis was incorrect. These explanations will be
discussed below.
Potential Reasons for Null Findings
Limitations of Study Design. Although the current study did not find a benefit of
learning an identity in the context of a similar looking identity, it is possible that the current
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study just was not sensitive enough to find the effect. Across Experiment 2a and 2b FA rates
were very low even for far neighbours, thus there was little room for improvement in
participants’ ability to discriminate the learned identities from similar looking distractors. If the
experimental design was changed such that participants could make more FAs, it is possible that
my hypothesis would be supported. Matthews and Mondloch (2018) reported a FA rate of 5060% during the target-absent trials of a lineup task. Two characteristics of lineup tasks contribute
to the high FA rates on target-absent trials, making that design especially sensitive to the impact
of variability on misidentifications. First, participants often choose the distractor that is most
similar to the target during target-absent trials (Wells, 1984). Second, the number of similardistractor images presented within any given trial (e.g., eight similar-distractor images presented
within a lineup vs. a single image in an old-new recognition) likely influences the baseline
probability with which participants will make a misidentification. Previous studies (i.e., Menon,
White & Kemp, 2015; Ritchie & Burton, 2017; White, Burton, Jenkins & Kemp, 2014) utilizing
a similar task to the current study have also shown that FA rates do not change significantly
across exposure to variability in appearance. My hypothesis might have been supported had I
used a lineup task rather than the three-alternative forced choice task.
The low FA rates across Experiment 2a and 2b might have occurred from not examining
face learning at the appropriate time point. It is possible that the overlap of attractor fields might
not have peaked by five images and that by 15 images the number of FAs might have already
been constrained. This hypothesis is unlikely given that Matthews and Mondloch (2018) found
an increase in FA rates after viewing six images of an identity compared to only viewing one, but
it is worthy of investigation using the current testing protocol.
Implications for the Multidimensional Face Space Model. Although a failure to find
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the benefits of a NN during face learning could be the result of my experimental design, it is also
possible that my hypothesis was incorrect. My findings promote the re-examination of the
multidimensional face space model, specifically the concept of attractor fields. I did not find
evidence of the NN target’s attractor field being constrained by the NN non-target; FA rates did
not differ for NN vs. FN targets. I also did not find evidence in support of Laurence et al.’s
(2016) conceptualization that increased levels of familiarity cause the attractor field to increase
in size to the point at which it engulfs a proportion of the variability of an unlearned similar
distractor; FA rates did not differ after learning five vs. 15 images.
My hypothesis could have been incorrect due an incorrect assessment of the relationship
between the functions of attractor fields and my study design. Essentially, the underlying
assumptions regarding attractor fields (e.g., growth and restriction with familiarity, or the way
they interact with other attractor fields) might have been mistaken. For example, rather than a
circular attractor field in which each point on the circle is equidistant from the centre, the shape
and size of the attractor field might vary from one representation to another. First, if the attractor
field is a reflection of the level of variability for a given identity, then we must consider that
people will vary more on some dimensions than other people will; moreover, this level of
variability within identities will not be consistent across every dimension. Second, in the current
study I only had one NN, however the distance within face space might not be consistent across
all NNs. As a result, the assumption that one NN could impact and constrain the attractor field of
another NN equally on all dimensions would be incorrect. Similarly, the impact of any one NN
might not have any influence on any other NNs.
Moreover, my hypothesis could have been incorrect because it is possible that attractor
fields do not shift in size as a result of face familiarity or the location of the nearest neighbour.
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Conceptually, if we were to conceive of attractor fields independently of face space, then they
would merely be synonymous with the extent of variability that one can tolerate in a given
identity. The assumption that attractor fields can become large enough that they begin to
encompass a different individual’s variability and the assumption that they are entirely
constrained by the nearest neighbour might be incorrect. For example, the level of variability that
we tolerate in an identity could be entirely individualistic (i.e., based only on that identity and
not impacted by the representation of others) and is independent of our ability to discriminate
that identity from similar-looking faces.
Based on the multidimensional face space model, there are two additional explanations
for why I found null results despite having a valid hypothesis. According to the model, the
location of the representation of a face in face space is dependent upon the face’s similarity to a
face average along multiple dimensions (e.g., resulting in similar identities being located close
together; Valentine, 1991). The face’s representation includes both the prototype and a
representation of variability (the attractor field), the size of which is constrained by its nearest
neighbor (Tanaka et al.,1998; Tanaka & Corneille, 2007). However, the population of faces
within one’s face-space is dependent on one’s experience with faces (Laurence et al., 2016) and
in the current study, I only tested adults’ learning of own-race faces. Adults already have a
largely populated face space for own-race faces and thus the location of the targets could have
already been constrained by NNs. If adults’ face space is already populated enough to prove the
NN non-target redundant, then it is likely that attractor fields do not grow large enough to be
detrimental in adult face recognition (at least for adults’ recognition of own-race faces). In this
case, the impact of one NN would be miniscule in comparison to a lifetime of experience.
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Second, participants in Tanaka et al. (1998) were shown a morph containing both a
typical and atypical face, they were asked to indicate to which of the two original faces it
belonged. Participants chose the atypical parent face more frequently. In the current study
participants were not only given the option to indicate if the image belonged to the NN or FN but
they were also given the option to indicate that the image belonged to neither the NN nor the FN.
It is possible that the evidence for attractor fields is only shown in situations in which
participants are obligated to make the “best choice” (i.e., by not having a “none of the above
option”), or when there is an implicit bias such as that shown on target-absent trials of lineup
tasks.
Models of Face Recognition
Bruce and Young’s Model of Face Recognition. Along with previous studies (e.g.,
Baker et al., 2017; Dowsett et al., 2015; White et al., 2014), the current study provides further
evidence for the notion that pictorial codes are often of little use for recognizing an individual
despite variability in appearance, whereas structural codes allow for such recognition (Bruce &
Young, 1986). Bruce and Young proposed that accurate recognition of a familiar identity results
from a match between the current perceptual (pictorial and structural) input and the stored
structural information of that identity within an FRU. The current study can be conceptualized as
an investigation of the range of inputs that are required to activate the FRU for a given identity,
and not the FRU of a similar looking identity. If this is a valid conceptualization, the results from
Experiment 2a and 2b would suggest that it is quite rare for the pictorial and structural input of
one identity to activate the FRU of a different newly learned identity, despite the level to which
they are similar in appearance.
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The Idiosyncrasy of Variability in Appearance
These findings do, however, potentially relate to Burton, Kramer, Ritchie and Jenkins’
(2016) arguments that variability in appearance is idiosyncratic; essentially, the way in which
one individual’s appearance varies is not necessarily the way in which another individual’s
appearance will vary. For example, Dowsett et al. (2015) found that the benefits for recognition
following exposure to variability in appearance for one identity did not transfer across identities.
Matthews and Mondloch (2017) reported similar findings, even after training participants on
several other-race identities over the course of five days. Just as the benefits of variability in
appearance do not extend to other identities (e.g., Matthews & Mondloch, 2017; Dowsett et al.,
2016), the benefits of discriminating two similar looking identities do not extend to accuracy in
discrimination overall (i.e., between one of those two identities and a new identity). Although the
number of FAs were low across Experiment 2a and 2b, the null-effect could also be attributable
to the inability to transfer information about the NN non-target from the learning phase to the
NN distractor in the test phase. In other words, learning to recognize and discriminate identity A
from B will not help you to discriminate identity A from C because what made identity A
different from B will not necessarily be the same as what makes identity A different from C.
Potential Mechanisms
Recognition. One potential mechanism for how variability in appearance facilitates face
learning is proposed in the new theory of predictive coding (Summerfield & Egner, 2009).
Predictive coding proposes that our brains make predictions based on past experience and
probability; these predictions are compared to our percepts at each level of processing in the
brain (Summerfield & Egner, 2009; Trapp, Schweinberger, Hayward & Kovacs, in press). There
is an increase in neural activity when these predictions are incorrect, which is thought to be the
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prediction recalibrating to the percept. This increase in neural activity is associated with learning
(Apps & Tsakiris, 2013; Ylinen, Bosseler, Junttila & Huotilainen, 2016). Perhaps violated
expectations (regarding appearance) are the way in which variability facilitates recognition. The
representations of unfamiliar faces are image-dependent, thus any change in appearance would
likely violate an expectation. This violation would result in an increase in neural activity which is
associated with learning. As a face continues to be encountered in unexpected ways, this builds
an expectation regarding the range of variability in appearance that can be tolerated and builds a
robust representation of the identity. This theory is consistent with Burton et al.’s (2015) theory
regarding the idiosyncrasy of face variability.
Between-identity discrimination. Predictive coding also provides a route for learning to
accurately discriminate an identity from other similar looking identities. For instance, when one
misidentifies an individual with whom they are familiar (often when viewing situations are less
than optimal; Young, Hay & Ellis, 1985) there is often feedback on this error that is received —
whether it is through social feedback or recognizing the error oneself. This provides an
opportunity in which the prediction can be corrected, and thus learning.
I was unable to determine if learning an identity in the context of a similar-looking
identity constrains misidentifications, as FA rates were low in both Experiment 2a and 2b. Thus,
the mechanisms underlying greater accuracy in discrimination following learning an identity
remain unclear. Learning an identity in the context of a similar-looking identity might constrain
misidentifications in a task in which FAs are more frequent.
It is also possible that as a newly learned identity becomes familiar it becomes more
unique, making the probability of misidentifications lower. Ritchie, Kramer and Burton (2018)
found that overall perceptions of similarity across photographs of an identity differ as a result of
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familiarity, likely because representations have become more identity specific. However, it
remains unknown if similarity ratings across multiple individuals also differ as a result of
familiarity. As these representations become more identity specific (resulting in higher mean
likeness rating across images of that individual), ratings across multiple identities (familiar and
unfamiliar) might differ due to familiarity (i.e., other identities would be rated as more dissimilar
to the familiar identities).
Limitations and Future Research
Due to the great lengths that I went through to control the effects of differential allocation
of attention to the target identities, I might have washed out the effect of context. For example,
during the learning phase there was 15 to 20s between the presentation of the ‘to be sorted’
image and the participants’ response. Moreover, participants had a 60s study period prior to the
test phase. Also, during the test phase an image of each of the targets remained on screen with
the response keys as anchors. Although these constraints allowed me to exert control over many
factors (e.g., allocation of attention to the NNs and FNs, memory load), by doing so the
probability of participants making an error was likely reduced and the effect of context was
mitigated. Future studies should seek to re-examine this process using less extreme constraints
(i.e., removing the 60s study period, shortening the time constraints in the learning phase and
removing the anchor images in the test phase). Perhaps this would result in a difference between
the NN and FN FA rates as overall accuracy would likely decrease.
It is also possible that I did not find a difference in FA rates between near and far
neighbours as a result of limited chances to make a false alarm (i.e., 15 trials for each target)
within the test phase. Similarly, the null-effect for FAs across Experiment 2a and Experiment 2b
might also be attributable to the same reason. I might have had a greater chance of finding an
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effect, had I provided participants with every opportunity to make a misidentification (i.e., an
increase in the number of similar distractor trials) or if I had used a different task in the test phase
(e.g., a lineup task). Thus, future studies should increase the probability of making a
misidentification by including a considerably larger number of trials in which participants could
make a FA. By creating more opportunities that participants could make a misidentification, the
benefits of learning a face in the context of a similar looking identity might show.
Future research should seek to investigate three main questions regarding the process of
face learning. First, do attractor fields increase in size? The current study did not find any
evidence of the growing and shrinking of attractor fields; additional studies should be conducted
to examine our initial assumptions (i.e., that the size of an attractor field changes with the
familiarization process). As participants in Matthews and Mondloch (2018) made more errors in
trying to detect a target from a lineup on target-absent trials after having seen six images
compared to only one, it is possible that there is a point in the learning process in which the
representation becomes too liberal, at which point participants are more likely to make a
discrimination error. Alternatively, this effect might be specific to lineups tasks; under other tasks
conditions learning might not lead to a decrease in precision. Future studies should seek to
investigate this question via examining if FA rates increase at all during learning. Participants
could be tested on their recognition and discrimination of an identity at multiple different stages
of learning (e.g., following viewing one, three, six, or 10 images of an identity).
Second, would a different protocol be more sensitive in finding this effect? Overall, the
FA rates in Experiment 2a and 2b were low. Future research should investigate if using a
paradigm in which participants have been shown to make more frequent FAs (e.g., a lineup task)
would be better able to detect the effect. Furthermore, future studies could examine if the effect
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could be found in individuals who lack experience with faces (i.e., children) or with a particular
face category (i.e., other-race faces). As children are less efficient at building the representation
of a newly encountered face (Baker et al., 2017) and adults are less efficient at building a
representation for other- compared to own-race faces (Zhou et al., In Press), training them on an
identity in the context of a similar looking identity might provide greater benefit—provided that
participants are being tested using a protocol which is sensitive to misidentifications.
Furthermore, it has been suggested that children have fewer representations of faces within their
face space and thus the NN non-target might provide greater benefit (i.e., restricting their
attractor field, which could result in fewer FAs); the same could be said with adult’s recognition
of other-race faces.
Third, how are faces being represented in memory? Despite the fact that it was not
assessed in the current study, future research should seek out to investigate the nature of the
representation of faces. A debate within the face recognition literature revolves around the nature
of a representation— essentially if we store multiple instances (i.e., storing a representative
image) or an average. Instance-based representations could be advantageous if multiple instances
were stored, as they could provide information regarding what variability is typical and
idiosyncratic for a given identity (Burton et al., 2016). In contrast, storing a face average (i.e., an
average depiction of the face built up over several encounters) easily maps onto what we
currently know about the process of familiarization with a new face. In essence, the transition
from unfamiliar to familiar face recognition is marked by a lesser reliance on image-specific
cues; as you add images (one at a time) to form an average, the image-specific cues become
averaged out, leaving only the characteristics that are specific to that given identity (for a review
see Burton, Jenkins & Schweinberger, 2011). To date, computational and behavioural approaches
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have provided support for an average-based representation above an instance-based
representation (e.g., Burton, Jenkins, Hancock & White, 2005; Jenkins & Burton, 2008;
Robertson, Kramer & Burton, 2015), but perhaps in addition to an average we also need to store
a measure of variance or standard deviation. A measure of variance or standard deviation would
not only tell us how accurate of a representation the face average is for a given identity, it could
also inform us of how we become more precise in our toleration of variability in appearance for a
newly learned identity.
Conclusion
In conclusion, this was the first study to examine the process by which an individual
constrains the range of inputs that are deemed attributable to an identity, such that only images of
the identity are accepted as belonging to the identity and images of similar looking identities are
not accepted. More research will need to be conducted to examine this process in order to
identify the mechanism. These findings provide valuable insights into the current models of face
recognition; I did not find evidence that the nearest neighbour constrained the size of the
attractor field. Thus, the multidimensional face space model, in its current state, might not be
able to account for recognition of familiar faces. Finally, these results have practical implications
for training individuals to become better recognizers (i.e., passport officers). Clearly, we can
train passport officers to become more tolerant to variability in appearance, as participants in
Experiment 2a showed greater recognition of novel instances (i.e., hits) of the newly learned
identities than those in 2b. In contrast, the null results from Experiment 2a and 2b as well as the
similar overall FA rates when comparing the two studies, could suggest that we are currently
unable to train passport officers to become better at discrimination. The current study also has
similar implications for photographic ID. For instance, adding multiple photos to government
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issued photographic ID would only aid in increased tolerance to variability in appearance and
would provide no benefit to discrimination.
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Appendix A- Questionnaire

Participant No.

a) Demographic Information

Age (in years): _________
Sex (circle one):

Female

Male

b) Familiarity Information

Were any of the faces in the experiment familiar? Please circle
Yes /

No

If yes, please indicate the name/s* of the individual/s that you recognised:
_________________________________________________________________________________
__________________________________________________________________________________
*If you can't recall a name then please write down other information related to that person (e.g. actor
from a Harry Potter film)
_________________________________________________________________________________
__________________________________________________________________________________
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Appendix B- Informed Consent
Face Perception Lab
Department of Psychology

Brock University
Niagara Region
500 Glenridge Avenue
St. Catharines, ON
L2S 3A1 Canada
T 905 688 5550x4944
F 905 688 6922
E faceperceptionl@brocku.ca

September 2017
Name__________________________
DOB___________________________
(MM/DD/YY)

Date___________________________
(MM/DD/YY)

RESEARCH CONSENT FORM FOR ADULT VOLUNTEERS (≥ 17 yrs)
Title of Research Project: Recognizing Faces in Photographs
Investigator: Cathy Mondloch, Ph.D., Project Director @ Brock (905) 688-5550 x5111
Sponsors: Natural Sciences and Engineering Research Council of Canada
Purpose of the Research: The purpose of this research is to investigate the influence of
experience on adults’ and children’s ability to recognize individual faces.
Description of the Research: You will be shown a series of faces. The faces will be presented
on cards, on a computer screen, or on an eye tracker. While faces are being presented you might
be asked to passively view them or to respond by pointing, pressing a key, moving a joystick, or
saying something. You may be asked to complete a demographic survey.
Potential Harms (Injury, Discomforts or Inconvenience): There are no known harms
associated with participation in this study.
Potential Benefits: The results will not benefit you directly but will help scientists understand
more about face perception.
Physical storage and security of the information: Information and data collected will be kept
for a 15-year period. During this period, information collected for this study will be securely
stored and may be released to authorized researchers for the purpose of conducting a metaanalysis of multiple studies of face perception and object processing. [Note. A meta-analysis
happens when a research compares data across multiple experiments conducted in a variety of
labs in order to determine the reliability of results and draw broad conclusions. It is customary to
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review data from papers published in the last 15 – 20 years.] At the end of the above time period
all information records will be destroyed in a confidential manner.
Confidentiality: Confidentiality will be respected. Your birthdate will only be used to calculate
exact age at testing (necessary when publishing results) and will never be published. This will be
recorded in a master list. Once the primary study is published the master list will be in a folder
accessible only by Dr. Mondloch. Only Dr. Mondloch and authorized students will have access
to remaining data. All data will be destroyed after 15 years. No identifying information will be
published.
Reimbursement: You will be able to use participation towards partial fulfillment of a research
component in a psychology course and/or you will receive monetary payment (see below).
Participation: Participation in research is voluntary and you can withdraw from the study at any
time. Should you choose to withdraw your data will not be used in the study and will be
destroyed in a confidential manner. Should you elect to withdraw from the study you will still
receive the agreed-upon compensation.
Consent: I acknowledge that the research procedures described above have been explained to
me and that any questions that I have asked have been answered to my satisfaction. I have been
informed of the alternatives to participation in this study, including the right to withdraw. As
well, the potential harms and discomforts have been explained to me and I have been told the
benefits of participating in the research study. I have been told that I may ask now, or in the
future, any questions I have about the study or the research procedures. I have been told that my
results will be combined with those from other participants and a summary of the group results
will be made available to me upon request after all data collection is complete. I understand that
my data may be released to other researchers for the purpose of conducting a meta-analysis of
multiple studies of face perception and object processing. I have been assured that records
relating to me will be kept confidential and that no identifying information (e.g., my name, my
DOB) will be released or printed without my permission. I have been told that this project has
been reviewed and received ethics approval through the Research Ethics Boards of Brock
University (File #15-232). I have been told that I may contact the project director or the
Research Ethics Board, regarding any concerns or questions about my involvement in the study
[905-688-5550, ext 3035 (reb@brocku.ca)]. I have been told that a copy of this consent form is
mine to keep.
I hereby consent to participate.
I am participating in this experiment for ________ hours of research participation in a
psychology course.
_____________________
Signature of Participant

_____________________
Course for Participation

_____________________
Signature of Experimenter

I am participating in this experiment for $ ________.
______________________________
Signature of Participant

________________________________
Signature of Experimenter
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Appendix C- Ethics Clearance

Brock University
Research Ethics Office
Tel: 905-688-5550 ext. 3035
Email: reb@brocku.ca

Social Science Research Ethics Board

Certificate of Ethics Clearance for Human Participant Research
DATE:

March 12, 2018

PRINCIPAL INVESTIGATOR:

MONDLOCH, Cathy - Psychology

FILE:

15-232 - MONDLOCH

TYPE:

Ph. D.

TITLE:

STUDENT:
SUPERVISOR:

Kristen Baker
Cathy Mondloch

Recognizing Faces in Photographs

ETHICS CLEARANCE GRANTED
Type of Clearance: MODIFICATION

Expiry Date: 3/1/2019

The Brock University Social Sciences Research Ethics Board has reviewed the above named research proposal
and considers the procedures, as described by the applicant, to conform to the University’s ethical standards
and the Tri-Council Policy Statement.
Modification: Replacement of the video of a model to sort/viewing images of 1 or 3 identities; new PSI added.
The Tri-Council Policy Statement requires that ongoing research be monitored by, at a minimum, an annual
report. Should your project extend beyond the expiry date, you are required to submit a Renewal form before
3/1/2019. Continued clearance is contingent on timely submission of reports.
To comply with the Tri-Council Policy Statement, you must also submit a final report upon completion of your
project. All report forms can be found on the Research Ethics web page at
http://www.brocku.ca/research/policies-and-forms/research-forms.
In addition, throughout your research, you must report promptly to the REB:
a) Changes increasing the risk to the participant(s) and/or affecting significantly the conduct of the study;
b) All adverse and/or unanticipated experiences or events that may have real or potential unfavourable
implications for participants;
c) New information that may adversely affect the safety of the participants or the conduct of the study;
d) Any changes in your source of funding or new funding to a previously unfunded project.
We wish you success with your research.

Approved:
____________________________
Ann-Marie DiBiase, Chair
Social Science Research Ethics Board
Note:

Brock University is accountable for the research carried out in its own jurisdiction or under its auspices
and may refuse certain research even though the REB has found it ethically acceptable.
If research participants are in the care of a health facility, at a school, or other institution or community
organization, it is the responsibility of the Principal Investigator to ensure that the ethical guidelines and
clearance of those facilities or institutions are obtained and filed with the REB prior to the initiation of
research at that site.

57

